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ABSTRACT

Frequency scaling, a technique for increasing processor performance by increas-

ing its operating frequency, dominated the computing industry for decades. However,

design issues, especially related to heat have caused an industry-wide paradigm shift to-

wards multicore parallelism. Although nobody knows what �nal form this will take, it

is clear that parallel computing is becoming permanently mainstream. Though parallel

computing is going mainstream, it is apparent that current debugging tools are simply

inadequate to the task at hand. Speci�cally, the lack of goodhardware debugging support

from the architecture means that many of these tools are incapable of diagnosing parallel

programming bugs.

My �rst proposal is to mine productivity study data generated by IBM to determine

quantitatively which mistakes are most commonly made by parallel programmers, and

to devise architectural additions to combat these problems. The extensions devised by

this work could be tested using a follow-up productivity study. Later, they could be

incorporated into my second proposal, MemWatcher.

MemWatcher is a multi-purpose architectural addition to aid the programmer in

debugging. MemWatcher sits between the processor and the cache in a Uniform-Memory

Access architecture machine, recording memory accesses. MemWatcher allows the pro-

grammer a variety of options for handling memory accesses towatched locations. To

test the ef�cacy of MemWatcher and any other architectural modi�cations suggested by

IBM's productivity study data, I propose to implement it using either an existing software

simulator and toolchain, or to implement it in hardware using a computer system with

vii



an FPGA co-processor. Veri�cation would be done using either a follow-up productiv-

ity study to directly measure the ef�cacy, or BugBench, a benchmark for evaluating bug

detection tools, or possibly both.

Major Expected Contributions:

� A quantative determination of which mistakes are most commonly made by parallel

programmers

� A set of architectural enhancements designed to address those most commonly

made mistakes

� MemWatcher, an architectural extension to allow parallel program debugging and

analysis without impacting program behavior.
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Chapter 1

INTRODUCTION

Multicore parallelism is quickly becoming the dominant paradigm in all areas of

the computing industry. There have been predictions of a paradigm shift to parallelism

going back for decades. Until recently these predictions have, for the most part, failed

to materialize. For many years, frequency scaling, a technique for increasing processor

performance by ramping up the frequency1, dominated the desktop and server markets.

New processors tended to be nearly identical, architecturally, to previous iterations. This

had the signi�cant advantage of being compatible with existing code bases, often not even

requiring code to be recompiled. However, it also tended to dissuade investment and re-

search into better architectural approaches, instructionset architectures, and programming

and execution models. Relatively few radically different parallel computer architectures

moved beyond the prototype stage during this period. Frequency scaling was the driving

force in the industry during the 1990s, ending in late 2004 orearly 2005. [37]

Chapter 2 explains the motivation behind frequency scaling, as well as its conse-

quences and design implications; chapter 3 covers the industry-wide shift towards parallel

architectures, speci�cally multicore parallel architectures; chapter 4 discusses the dif�cul-

ties of debugging parallel applications and surveys the tools available to programmers to

1 Note that the term “frequency scaling” can also refer to the technique of dynamically
lowering the processor's frequency, so as to conserve power. This paper, however,
will use the term exclusively to refer to “frequency scaling” in the speed-enhancing
sense. When referring to the power conservation technique,this paper will use the
term “throttling”

1



do it; chapter 5 sets forth the proposed architectural extensions to facilitate easier parallel

debugging; and chapter 6 explains the methodology by which these proposed extensions

can be tested and quantitatively veri�ed.
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Chapter 2

THE RISE AND FALL OF FREQUENCY SCALING

Program execution time is given by the equation [33]:

CP Utime =
Instructions

P rogram
�

Cycles
Instruction

�
Seconds
Cycle

(2.1)

Instructions per program is the total number of instructions to be executed in a

given program. This depends on the instruction set architecture (a Reduced Instruction Set

Computer (RISC) architecture will tend to execute many moreinstructions than Complex

Instruction Set Computer (CISC) architecture given the same program), the compiler used

to compile program, and the data set input to the program. Thenumber of cycles per

instruction depends on the characteristics of the architecture and on the distribution of

instructions being executed. Thus, it is a program and architecture dependent average

value. A singly-pipelined processor with perfect branch prediction, perfect forwarding,

and no structural hazards would have a value of one. A superscalar processor (that is, one

capable of issuing multiple instructions per cycle) is capable of reaching a value between

zero and one. Hazards, and branch mispredictions tend to increase this value. Seconds

per clock cycle is, by de�nition, the inverse of frequency.

All things being equal, as frequency goes up, seconds per clock cycle goes down,

thus reducing CPU time. However, all things may not be equal.That is to say, architec-

tural changes to increase frequency may increase the numberof instructions per program

or the number of clock cycles per instruction. Thus, the terms of this equation are cou-

pled. For example, the frequency may be increased by eliminating more complicated,
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application-speci�c instructions from the Instruction Set Architecture (ISA) - for exam-

ple, SSE, and the MMX set in Intel processors. Applications that require the functionality

provided by these instructions will be forced to implement it in software, causing them

to execute many more total instructions. Increases in frequency tend to make the pipeline

longer. The number of hazard possibilities increases exponentially with pipeline size,

causing the number of encountered hazards to increase, in turn increasing the amount of

bubbling that occurs in the processor. Branch misprediction penalties increase linearly

with the size of the pipeline. Thus, as frequency increases,these two factors both tend to

cause the average cycles per instruction to go up, in turn causing the total time required

to execute a program to increase.

This tendency to infer that frequency is a direct measure of speed rather than a

component is known as the “megahertz myth”. However, with this caveat acknowledged,

it can be generally assumed that as processor frequency increases, so does overall perfor-

mance, although it is not necessarily a linear relationship.

2.1 The Heat Problem

Around the end of 2004, frequency scaling came to an end as theindustry driving

force. [37] In a stunning May 2004 announcement, “Intel has canceled plans to produce

its Tejas processor, the successor to today's Prescott-based Pentium 4 chip. Instead the

company has moved up work on an as-yet-unnamed dual-core desktop processor it hopes

to launch by 2005. The surprise move shows Intel has embracedthe idea that merely

adding more megahertz to its processors is no longer the bestway to boost performance,

says Kevin Krewell, editor-in-chief of Microprocessor Report... `Going over 100 watts

was counter to what people wanted from their PCs. They wantedquieter operation with

fewer fans, and not more heat.'” [38]

Frequency scaling still continues to some extent, but it is no longer the dominant

factor in performance gains. While frequency scaling stillholds the same promise of pro-

cessor speedup with increased frequency, it is simply not feasible with current technology
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to continue to ramp up the clock frequency any further. This infeasibility is the result of

the “heat problem.” For a CMOS chip, heat production per unittime increases linearly

with the frequency of the processor, as given by the equation:

P ower = C � V 2 � F (2.2)

where C is the total effective capacitance being switched per clock cycle, V is the supply

voltage, and F is the frequency. [62]

Alternatively, it could be expressed as:

P ower = C � V 2 � F � N (2.3)

where C is the processor capacitance instead of the capacitance being switched, and N

is the number of switching elements. The unavoidable consequence of this relationship

between frequency and heat is that as processors go to higherfrequencies, they also be-

come hotter, and thus harder to properly cool. The heat density of modern processors as

a function of frequency is given in �gure 2.1.

In 2001, the popular technology website Tom's Hardware explored this problem

with an experiment to see what would happen in a heat emergency [55]. They removed

the heat sinks from two modern AMD and Intel processors whilerunning a performance

demanding application (Quake III Arena). They videotaped the results, used optical ther-

mometers to measure the temperature of the processors, and the in-game frame-rate meter

to measure system performance. The results are given in �gure 2.2.

This experiment suggests that, by 2001, frequency-scaled processor technology

had reached the point where low-latency thermal protectioncircuitry was an absolute

requirement, lest a failure in one of the passive cooling systems - not an uncommon

occurrence1 - destroy hardware and data. It is also indicative of a more general trend -

1 “The fact that the vast majority of heat sinks is [sic] only �xed to the little notches
of SocketA doesn't help. We have seen several occasions whenthose notches �nally
broke under the weight of the heat sink” [55]
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Figure 2.1: Watts/cm2 as a function of frequency. Data from [53] and [54]

that is, that processors were simply getting too hot.

These increased power demands have signi�cant implications for large scale com-

puting facilities, data centers, research sites, etc. The costs associated with powering and

cooling these facilities can exceed the costs of purchasingthe computers themselves.2

Number of executed operations per watt is quickly becoming acritical measurement in

the computer purchasing decisions for large organizations.

The power demands created by frequency scaling are particularly consequential

2 In 2005 electricity vendors in the United States supplied1:4� 1012 kilowatt-hours of
electricity to commercial (i.e. non-industrial, non-residential) entities in the United
States, and took in US$1:12� 1011 in revenue from it. [77] Thus, in 2005, the average
commercial-grade kilowatt-hour cost $0.08. For comparison, the speci�cations for
an Intel SR870BH2, a duel-Itanium rack, say that it runs at 650 watts. [35] Presuming
this power consumption �gure to be about average for an enterprise server, in a year it
consumes 5697 kilowatt-hours of electricity. This yields ayearly electrical operating
cost of 5697� $0.08 = $455. The price of the unit is roughly $1000, so the electrical
cost of operating the server will exceed the server's purchase price after little more
than two years of operation.
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Figure 2.2: Results of the heat emergency experiment
Processor Final picture Description

Pentium III 1
GHz

The thermal monitoring unit detected the increase in heat and
shut down the system. The OS crashed and data was lost, but
the computer remained undamaged.

Pentium IV, 2
GHz

The thermal monitoring unit (more advanced than the Pentium
III's) detected the increase in heat and down-throttled theCPU
frequency. System performance - measured in frames per sec-
ond - dropped, but the OS did not crash (e.g, no data was lost)
and the processor was undamaged. Processor temperature was
measured at 29 degrees C.

AMD Athlon 1.4
GHz (Thunder-
bird core)

With no thermal protection circuitry, in less than one second,
the Athlon fried, and the motherboard quickly thereafter. The
processor reached a temperature of 370 degrees C.

AthlonmP 1.2
GHz

The Siemens' D1289 with VIA's KT266 chipset (a Palomino-
speci�c motherboard with thermal protection circuitry designed
to monitor the AthlonmP's thermal diode) failed to respond to
the increase in temperature. Within one second, the processor
and motherboard had fried, reaching a temperature of 300 de-
grees C. Siemens' engineers noted that the time required forthe
thermal protection circuitry to act was greater than the time it
took for the processor to fry.
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Figure 2.3: The power characteristics (top) and power performance (bottom) of Intel's
Terascale architecture. [68]

in mobile computing, where energy is in very limited supply.Starting in 2003, Intel's

Pentium M mobile processors included Speedstep technology. Speedstep allows the oper-

ating system to, during times of low-load, down-throttle processor frequency and voltage

in order to conserve battery power. [29]

Newer processors - both mobile and desktop - now include frequency and voltage

throttling technologies, allowing them to increase or decrease processor performance (and

consequently power consumption) based on workload and power-availability constraints.

In 2005, Intel committed itself to signi�cantly reducing system power use in its

future processors. [45] As of February of 2007, “Intel claims that it can scale the voltage

8



Figure 2.4: “Infra-Red Emission Microscopy (IREM) measurements of [anIntel Pen-
tium M using] selected power tests. The color-coding represents the average
power and local emission densities. The levels are black (lowest), red, or-
ange, yellow and white (highest).” [29]

and clock speed of the [Terascale] processor to gain even more �oating point performance.

For example, at 5.1 GHz, the chip reaches 1.63 TFlops (2.61 Tb/s) and at 5.7 GHz the pro-

cessor hits 1.81 TFlops (2.91 Tb/s). However, power consumption rises quickly as well:

Intel measured 175 watts at 5.1 GHz and 265 watts at 5.7 GHz. However, considering

the fact that just 202 of these 80-core processors could replicate the �oating point per-

formance of today's best performing supercomputer, those power consumption numbers

appear even more convincing: The Department of Energy's BlueGene/L system, rated at

a peak performance of 367 TFlops, houses 65,536 dual core processors.” [68] Terascale

performance characteristics are illustrated in �gure 2.3.

Another problem associated with cooling high performance sequential processors

is that the heat distribution itself is both uneven [72] and application dependent. [26]

Figure 2.4 shows the power density of a Pentium M processor running power tests. The

heat distribution is highly irregular, with certain areas being particularly hot while nearby

areas are very cool. A different application, especially a different class of application,

9



Figure 2.5: A pipeline stage prior to frequency-scaling inspired extralatches. Clock
periodP � X

would tend to yield a dramatically different power distribution map. An application with

a predictable memory access pattern would have many cache hits (and thus the cache

itself would tend to run very hot); the same application withan unpredictable memory

access pattern would have a low cache hit rate, and thus a verycool cache.

2.2 Implications in design

The period of a processor's clock must be greater than the propagation delay

through the longest stage of the pipeline. If this were not the case, latches would latch new

values before the proceeding combinational logic had settled into a steady state, latching

an indeterminate - possibly incorrect - value. A single bit error of this sort is suf�cient to

crash a program, and possibly an operating system. This is a common occurrence with

overclocked processors.

Where overclocking causes latches in a synchronous chip causes them to latch

new values too quickly, a related problem is clock skew, where latches latch new values

without synchrony. Clock skew occurs when clock signals reach some parts of a syn-

chronous chip before than they reach others. Components closer to the clock generator

tend to receive clock signals �rst. Latches latching new values out of synchronization

create the possibility of a bit-�ip error, just as with overclocking.

One technique used by computer architects to maximize processor clock frequency

is to add numerous latches into a design. This increases the length of the pipeline, but re-

duces propagation delay though the maximally delayed stages, by splitting them up into

10



Figure 2.6: The design from �gure 2.5 with latches added to allow frequency scaling,
with combinational logic shown in red. Clock periodP � max(X 1; X 2)

Figure 2.7: Circuit diagram illustrating two types of leakage current [62]

multiple stages. In fact, some later Pentium processors had35 or more pipeline stages,

some of which did nothing but transport (“drive”) the signalfrom one part of the chip

to another. [57] Although successful for increasing frequency, this technique tends to in-

crease propagation delay, and produces longer pipelines, with the inherently larger penalty

incurred by a branch misprediction. Such long pipelines rely heavily on speculative exe-

cution to avoid to avoid branch-induced pipeline �ushes. This latch-adding technique is

illustrated in �gures 2.5 and 2.6. At ten gigahertz, light travels less than three centimeters.

For comparison, the Pentium IV Willamette has a square die measuring 27 millimeters on

a side, or 37 millimeters diagonally, meaning that the Pentium is operating at a frequency

high enough that it takes the signals more than one cycle to cross the chip.

Yet a further problem with the future development of high endprocessors is the

11



sheer dif�culty in designing and verifying them. In addition to all the problems associated

with frequency scaling, chip design is further complicatedby the issues associated with

reducing the scale of the transistors; that is, increased leakage current and interwire cross-

coupling (so called “cross talk”). Charge is used to store information in various circuit

elements. However, due to imperfect insulators, this charge can “leak” out, as depicted in

�gure 2.7. [62] Interwire cross-coupling, which can be bothcapacitive and inductive in

nature, is inversely proportional to interconnect size. The smaller the transistors become,

the more interference occurs as a result of cross-talk. [62]As a result of the combination

of these factors, processors have reached a level of complexity that CAD tools cannot

verify them. [59] Twenty-�ve years ago, one person was required to verify the work of ten

designers. Today, it takes ten people to verify the work of one designer - a hundred-fold

increase in veri�cation time relative to design time. [58] This in turn increases processor

costs, and leads to longer times-to-market. The increased complexity also means a much

greater chance that bugs will go undetected, such as the well-publicized �oating point

problems that plagued the Pentium I. [80]
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Chapter 3

THE TREND TOWARDS PARALLEL ARCHITECTURES

In chapter 2 it was established that frequency scaling, which for many years was

the dominant force in driving performance increases, is tapering off. A new industry wide

trend towards parallelism in general, and multicore in particular, has begun. This begs the

questions - what are the advantages of multicore over frequency scaling, and what form

will the multicore trend ultimately take?

Consider the alternative power formula given by equation 2.3 in section 2.1:

P ower = C � V 2 � F � N

where N is the number of switching elements (transistors). Modern high performance se-

quential processors use many hardware acceleration techniques prior to the actual execu-

tion of the instruction: instruction pre-fetching and reordering, pipelining, and speculative

execution (hereafter, these techniques will be referred tocollectively as “pre-execution ac-

celeration”). Figure 3.1 illustrates the disparity between the die space devoted to actual

instruction execution (given by the white highlights) versus the amount of space devoted

to other hardware acceleration techniques. Pre-executionhardware acceleration domi-

nates both in die space and number of allocated transistors.In short, the “budget” of

transistors is taken up mostly by pre-execution acceleration.

Those same transistors could instead be used to supply multiple execution units,

without signi�cantly changing the total power consumed by the processor (and, conse-

quently, the amount of heat that needs to be removed). Thus, the fundamental premise

13



Figure 3.1: A Pentium IV Northwood. Highlighted in white are the �oatingpoint (top)
and integer (bottom) execution units. Picture modi�ed from[4]. Fully anno-
tated version available at [15].
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Figure 3.2: IBM's Cell BE (Broadband Engine) chip. Source: [60]

of multicore technology is that, for some given quantity of transistors, programs exe-

cuted concurrently on processors with multiple relativelysimple cores (with little or no

pre-execution acceleration) will perform better than programs executed on sequential pro-

cessors with much pre-execution acceleration. In effect, multicore is simply a recognition

that it is more ef�cient to allocate those transistors for multiple execution units rather than

for hardware to do pre-execution acceleration.

Multicore architectures also offer an improvement over sequential processors where

15



veri�cation is concerned. While a multicore processor may contain a roughly equal num-

ber of transistors as a sequential processor, those transistors are allocated in repeating

units. As we can see by comparing �gures 3.1 and 3.2, the multicore architecture tends to

be far simpler and orderly. When a veri�cation engineer veri�es one core, he implicitly

veri�es all of them. This can signi�cantly reduce the time required to verify the design.

While there is little doubt that the industry is indeed headed towards multicore,

there is much disagreement as to the �nal form it will take. Louisiana State University

professor Thomas Sterling believes that, because IO/boundsequential code dominates the

industry, general purpose processors will max out at a relatively low number of cores. [18]

University of Texas professor Yale Patt believes the industry will tend towards a “Niagara-

X Pentium-Y” con�guration. That is, processors will have a many small, less powerful

cores (akin to Sun's UltraSPARC T1 “Niagara”) and some number of larger, more power-

ful cores (akin to Pentium cores). [59] University of Delaware professor Guang Gao has

identi�ed a dichotomy that seems to exist in the multicore trend: one class of which is that

being pursued by Intel, with its Pentium's Core and Core 2 processor families. Processors

in these families are simply scaled up versions of their sequential Pentium processors'

“heavy” cores glued together. The other trend is towards architectures designed from

the ground up for parallelism. [27] Professor's Patt's “Niagara-X Pentium-Y” prediction

would be one speci�c instance of this.
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Chapter 4

PROGRAM DEBUGGING, CHECKPOINTING, AND PROFILING

While computer performance has been increasing exponentially, the ease of pro-

gram debugging and analysis has not kept pace. Some 40% of system failures are a result

of computer bugs. [43] To address this, a number of debuggingand analysis software

technique and tools have been created. These tools and techniques determine program

behavior, and allowing the programmer to modify the programto remove bugs or im-

prove performance.

These tools can be classi�ed into two types - static and dynamic. Static tools

make use of formal program analysis and explicit model checking to discover bugs. [89]

However, “Most static tools requires signi�cant involvement of the programmer... [and]

are limited by aliasing problems and other compile-time limitations.” [89]

Dynamic approaches, which by de�nition are instantiated atruntime, do not suffer

from these compile-time knowledge limitations. Dynamic tools generally operate using

code modi�cation (“instrumentation”) at programmer-speci�ed points in the program.

These points can be either code-based (instrumentation occurring at certain points in the

program �ow) or location-based (instrumentation occurring immediately prior to access-

ing a certain memory location). A subset of these tools, known as pro�lers, gather data

on program performance, to be later analyzed by the programmer.

The time at which the program is altered also varies with different tools. Pro-

grammers can manually instrument code as they are writing a program, such as using the

17



C/C++ assert function. Alternatively, the compiler can automatically insert instrumenta-

tion at compile time. However, instrumentation added by theprogrammer or compiler

suffers from imperfect variable disambiguation, another compile-time limitation.

4.1 Binary Instrumentation

An alternative to either manual programmer instrumentation or compiler auto-

mated instrumentation is binary instrumentation, where instrumentation routines are in-

jected into the program after compilation but prior to execution. One common form of

this is just-in-time binary-to-binary translation, wherethe program is instrumented imme-

diately prior to runtime. This allows disambiguation to occur at run-time, with none of

the handicaps that plague compile-time methods, resultingin smaller produced datasets.

Other approaches are to run the program unmodi�ed on a simulator or with mon-

itoring tools running in hypervisor mode (a virtualizationmode in which OS kernels run-

ning in root mode are run on top of super-kernels running in hypervisor mode) while

simultaneously gathering program execution information from the hardware. By their

very nature, simulators are extremely slow, and thus do not make good platforms for de-

bugging long-running applications. The hypervisor methodrequires at least three control

states (user, root, hypervisor), implying at least two control bits. This is an extremely

uncommon processor feature.1

Table 4.1 gives a summary of a number of common dynamic instrumentation an-

alyzers.

While some of these tools are special purpose, ATOM, PIN, Valgrind, and Dy-

namoRio are general purpose instrumentation tools. They can instrument a program in a

variety of ways, as speci�ed by the programmer using the tool's supplied APIs, and not

necessarily for debugging/analysis purposes to the exclusion of other uses.

1 Intel supports hypervisors using its VT-x extensions, and AMD using its AMD-V
extensions. Xen is a software package originating from the University of Cambridge
which takes advantage of this hardware support. [81]
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Table 4.1: Common dynamic instrumentation analyzers

Name
Instrumentation
type

Year Description

Prof [74] Compile-time 1979 Uses interrupt-based alarm clock and PC-sampling to
measure runtime for functions within a program

Gprof [30] Compile-time 1982 Uses prof to gather program execution statistics, but
augments it by generating call-graphs

Purify [32] Compile-time 1992 Instruments memory accesses to detect invalid ones
and memory leaks.

ATOM [23] Binary compila-
tion

1994 General purpose - inserts programmer-de�ned func-
tions into target program.

QPT [40] Compile-time 1994 Counts basic blocks in target program

Eraser [66] Binary compila-
tion

1997 Implemented using ATOM. Detects data races arising
from incorrect use of locks for shared variables

DIDUCE [31] Compile-time 2002 Dynamically determines program invariants and ex-
ceptions thereto

Ccured [50] Compile-time 2002 Uses run-time checking to enforce type safety in C
programs

Valgrind [51] JIT binary trans-
lation

2003 General purpose - Inserts programmer-de�ned func-
tions into target program.

DynamoRio [11] Binary compila-
tion

2004 General purpose - Inserts programmer-de�ned func-
tions into target program.

PIN [42] JIT binary trans-
lation

2005 General purpose - Inserts programmer-de�ned func-
tions. Execution occurs on a PIN VM.

The major drawback of using dynamic instrumentation is the issue of overhead

associated with instrumented code. The overhead required for instrumentation is usually

very high, as given in �gure 4.1. A slowdown of roughly 5x is the median for the appli-

cations and test programs show in that �gure. Modern software tools have made gains in

both improving the accuracy and reducing the overhead created by program instrumenta-

tion.

Gprof, one of the �rst dynamic debuggers, had an expected statistical sampling

error given by the formula:

Error = P �
q

T=P (4.1)

where T is the uninstrumented program run time, and P is the Gprof sampling period. [25]

The error is the difference in seconds between the Gprof instrumented program runtime
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Figure 4.1: Increase in normalized execution time using three common analysis tools
running in basic-block counting mode. [42]

and the uninstrumented runtime T. Thus, the runtime for a Gprof-instrumented program

is given by the formula:

Runtime = T � P �
q

T=P (4.2)

Later tools, such as PIN and Atom, have abandoned Gprof's alarm-clock-triggered

interrupt-based statistical pro�ling methods in favor of instrumentation, which has greater

accuracy. However, like Gprof, these methods may change thebehavior of the program,

by altering timing, or cache contents. One particularly dif�cult class of bug, the “Heisen-

bug”, disappears when its behavior is probed. [1] The word 'heisenbug' is a portmanteau

of the words Heisenberg - the physicist known for his uncertainly principle wherein mea-

suring a particle's momentum changes it - and bug. The less impact an instrumented

routine has on program behavior, the better. However, by their vary nature, software

approaches tend to change a program's behavior vis-a-vis both timing and caching.
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4.2 Extant Architectural Support for Debugging

Thus, while binary instrumentation is a useful approach, the next logical step is

to move the instrumentation into the hardware itself. That is, to add hardware support

to aid the functionality of the debugging and analysis tools. “Recently, there has been

greater interest in providing [architectural] support to enable better software reliability

and correctness”. [48]

“To assist in debugging, several processor architectures such as Intel x86 and Sun

SPARC provide support for watchpoints to monitor several programmer-speci�ed mem-

ory locations. When a watched memory location is accessed, the hardware triggers an

exception that is handled by the debugger.” [89] However, these features suffer from two

major drawbacks: exception-based debugging is too slow to use in production code, and

the architectures support only a very small number of watchpoints. [89] Cray's MTA-2

multithreaded-processor architecture takes a different approach, associating the state bits

with each 64-bit memory cell. Two of those state bits are usedto trap accesses, to assist in

debugging. [17] This approach has advantages of lower-overhead and full disambiguation

versus software methods, but requires 2 bits of data for every 64 bits of memory - a 3%

increase in the total system memory.

iWatcher is a proposed architectural-support model for debugging, created by Pin

Zhou et al of the University of Illinois at Urbana-Champaign. [89] iWatcher allows a

programmer to associate watcher functions with code or memory locations. [89] The ar-

chitecture supports this by adding hardware to snoop on the the L1 and L2 cache lines.

References are checked against a watch table, and if there isa match, it triggers a watch

function.

Table 4.2 compares various features of programmer-coded assertions, hardware

watchpoints, the binary-instrumentation program DIDUCE,and iWatcher 4.2.

21



Table 4.2: A comparison of the features of different debugger-supportclasses. From
[89]

Feature
Assertions Hardware watch-

points
DIDUCE iWatcher

Hardware support None Simple support TLS support TLS and memory
watch support

Types of checks Code-controlled Location controlled Code-controlled Location controlled

Reaction modes Abort Interrupt Break or transaction
abort

Report, break, or roll-
back

Programmer's effort High High Low Moderate or low with
automatic instrumen-
tation

Language dependent No No Yes (Java) No

Flexibility Very �exible, pro-
gram speci�c

In�exible, only sup-
ports a few watch-
points, relies on pro-
grammers or debug-
gers for checks

Moderately �exible,
currently only sup-
ports simple invari-
ance

Very �exible, pro-
gram speci�c

Cross-module and
cross-developer

No Yes No Yes

Completeness Hard to make sure
all possible places
checked

Detects all accesses May miss some ac-
cesses due to aliasing
problems

Detects all accesses

4.3 Debugging parallel programs

Parallel programs are notoriously dif�cult to debug, sometimes requiring months

to �x. Parallel computers can be programmed with all the sameclasses of bugs as a

sequential computer can, and several more. Bugs speci�c to parallel programs can be di-

vided into two classes according to the manner in which they manifest themselves as bugs

that prevent correct execution of a program, and bugs that cause poor performance. [90]

Parallel computers themselves vary greatly in their execution characteristics and

capabilities from architecture to architecture. This heterogeneous nature means that sim-

ply changing platform often times uncovers previously-unknown problems related to cor-

rectness or performance.
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4.4 Pro�ling

Historically, pro�ling has been implemented in two parts - data generation and

display. Gprof relied on the compiler to instrument the program at compile time to gen-

erate pro�ling data. The application was run, and the behavioral data it generated during

it run (known as a trace) was imported into gprof and displayed. While gprof and gcc

are quite closely associated (gcc is a sine qua non of gprof),modern pro�ling tools have

further separated the job of data generation and display.

Nowadays, data generation is typically accomplished usinglibraries that read from

the hardware counters found on most modern architectures. Examples of these libraries

are PAPI [10] and Perfsuite's libpshwpc. [39] The scope of this data is inherently limited

by the capabilities of the architecture hardware counters.

The data from these programs is stored in a trace format. OpenTrace [36] is an

open standard for storing trace data. This standardizationallows end-users much greater

freedom to choose which software best suites their needs,instead of being tied to one

particular trace generation-visualization suite.

This trace data is rendered by visualization programs, suchas Jumpshot [86], KO-

JAK [82], and Vampir [47], into a graphical interface form that is usable by programmers

to debug and analyze program behavior.

4.5 Checkpointing

Checkpointing is a technique to store the program's currentexecution state. Check-

pointing enables the program to be halted, and restored at some later point. In principle,

this allows arbitrary program migration. That is, the ability to move execution from one

execution unit or system to another.

Checkpointing can be combined with rollback recovery to provide the capability

to restore a program's execution state using the data storedduring a checkpoint. Thus,

it enables a program to become fault tolerant. “Rollback recovery treats a distributed

system as a collection of application processes that communicate through a network. Fault
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Figure 4.2: Effect of checkpointing at several minute intervals on a 16 processor Pen-
tium IV MPI cluster using NPB and HPL benchmarks. The data sizes were
106 MB for LU, 194MB for SP, 500MB for BT, and 797MB for HPL.
Source: [78]
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tolerance is achieved by periodically using stable storageto save the processes states

during failure-free execution.” [22] This is well suited tolong running programs, whose

run time may exceed the mean time to failure (MTTF) of the system that program is

running on.

Checkpointing and rollback recovery can be done at the OS/kernel level, user

level, or application level. [78] Kernel level checkpointing [65] [28] [12] is done trans-

parently to the program, but is heavily reliant on the OS and therefore not portable. User

level checkpointing [88] [87] performs checkpointing using a checkpointing library (and

therefore programs using it are portable to any architecture to which library has been

ported) but cannot access all kernel-speci�c attributes. [78] Application-level checkpoint-

ing, a speci�c form of user-level checkpointing, requires source code modi�cation, often

done by hand by the programmer. [78]

There are two major checkpointing schemes - coordinated checkpointing and mes-

sage logging. “Coordinated checkpointing requires that all processes comes to an agree-

ment on a consistent state before a checkpoint is taken... Message logging requires dis-

tributed systems to keep track of interprocess messages in order to bring a checkpoint up

to date.” [78]

Checkpoint data can be stored in a variety of ways. Stable storage is a necessity for

fault-tolerance against hardware failures. However, “nearly all checkpoint/restart meth-

ods rely on the existence of network storage that is accessible to the entire cluster. Such

strategies suffer from two major drawbacks in that they create a single point of failure and

also incur massive overhead when compared to checkpointingto local disks.” [78] This

storage shared over a common network can be in the form of a network �le system, or

dedicated checkpoint servers. [78]

Figure 4.2 gives the overhead for several common benchmarksas a function of

checkpoint sampling interval. On the HPL benchmark, the largest of the four, the cluster

experienced 1.3 to 10 minutes of checkpoint overhead when sampling at 8 and 1 minute
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intervals, respectively. Given that the un-checkpointed runtime is 40 minutes, this means

that depending on interval, checkpointing causes a 3% to 25%increase in total runtime.

Furthermore, the �gure suggests that as problem size increases, so does the overhead

proportion. Thus, there is every reason to believe that for larger problems - the kind

typically run on high performance computers - this proportion will increase further.

It is also worth nothing that checkpointing itself has a direct post-debugging ap-

plication. In the case of a program with bugs, it is possible to checkpoint the application

at a good point in the execution, modify the source for the program and recompile it, and

then restore execution using the checkpoint data. [24]

4.6 Existing software and hardware support for checkpointing

MPI [69] is a very commonly used parallel programming API speci�cation. MPI

is particularly well suited for large scale non-uniform memory access (NUMA) architec-

tures. “Since MPI provides no mechanism to recover from failure, a single node failure

will halt execution of the entire MPI world.” [78]

LAM/MPI is a multi-platform implementation of the MPI API. LAM/MPI “re-

quires a 3rd party single-process checkpoint/restart toolkit for actually checkpointing and

restarting a single MPI process - LAM takes care of the parallel coordination.” [2] A

number of checkpointing schemes for LAM/MPI have been devised. [78] [79] [65] [88]

OpenMP is, like MPI, a parallel programming API. OpenMP is for shared-memory

systems only, making it well suited for uniform memory access (UMA) architectures.

Checkpointing systems have been devised for Open MP. [8] [9]

Checkpointing with rollback recovery “is especially attractive when designers can

implement it with very low overhead, typically using dedicated hardware support.” [73]

Architecturally, checkpointing can occur at the register,cache, or memory level. In reg-

ister checkpointing, as implemented in IBM's S/390 [75], the processor has a redundant

copy of the register �le, which is updated with the current execution state during ev-

ery branch misprediction. Cache-level checkpointing (in implemented in Carer [34] and

26



Sequoia [6]) �ush dirty cache lines to memory. (Carer does itlazily following a check-

point, whereas Sequoia does it when the cache over�ows or I/Ois initiated). Memory

checkpointing has been implemented by a number of packages,including ReVive [61],

COMA [46], and SafetyNet [70].

Unlike memory level checkpointing, register and cache level checkpointing have a

limited windows of usability. They store only a fraction of the program's execution state,

and therefore cannot roll back to an arbitrary execution point.

4.7 Execution recorders

Execution recorders serve a nearly identical function as checkpointing - to record

program execution state and/or progress. However, where the purpose of a checkpoint

is to store program execution state for later program restoration, an execution recorder

stores it so as to allow the programmer to �nd bugs.

Some recorders concentrate on detecting data races [20] [44] [63] [64] [66] while

others work by playing program execution back. Some even allow execution playback in

reverse order. [56] [3] [7]

In order to allow full program playback, an execution recorder must record all non-

deterministic events - data races, synchronization races,and non-repeatable input. [83]

Several recording methodologies for program playback havebeen proposed. While

some of these were hardware based [83] [84] [5] [44], most have been software based. [16] [41] [52] [71]

A problem common to almost all software-based playback-oriented execution

recorders is their inability to handle operating system or I/O issues. [83] The nature of

such problems suggests that a hardware approach is superiorto a software approach.
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Chapter 5

PROPOSED ARCHITECTURAL EXTENSIONS

Section 5.1 describes my proposal to use data from an IBM productivity study to

infer what hardware extensions would be most bene�cial to parallel programmers, and

section 5.2 details my proposed memory watcher.

5.1 Extensions Based on Programmer Error Analysis

Any proposal to modify the system architecture to ease debugging must �rst con-

sider what programming errors occur most frequently in parallel programs. While there

are many anecdotal claims about which parallel programmingmistakes are most com-

mon [76] [49], there have been surprisingly few formal, quantitative studies of the sub-

ject.

In 2005, IBM conducted just such a study at the University of Pittsburgh. [21]

Over the course of 4.5 days, 27 students (divided into 3 groups of 9 each) implemented a

series of algorithms using three parallel programming languages - C with MPI, UPC [13],

and X10. [14]

While some conclusions from the data have been published [21], according to one

of the paper's authors, the data was analyzed only in gross form and there remains much

information that could potentially be mined from it. One of the conclusions that study did

draw was that parallel programmers suffer from a “Lack of performance transparency:

Tools that provide high level, approximate feedback about the performance and paral-

lelism being achieved by a user's program, would also be veryhelpful to programmers
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Figure 5.1: MemWatcher's system architecture on a uni-processor, multi-core system,
which may or may not have cache

at the early design stages.” I propose to analyze IBM's productivity study data, for the

purposes of determining what architectural additions - if any - could be made to ease the

debugging process.

One caveat to bear in mind is that the study surveyed science and computer science

students mostly with limited or no parallel programming experience. Thus the data will

be inherently skewed towards novice programmers. However,with this caveat acknowl-

edged, I believe that it should still be possible to draw representative inferences from the

mistakes made by the programmers in this study.

5.2 MemWatcher - an architectural extension for analyzing memory accesses on a

UMA architecture

To further address the lack of tools that allow performance transparency, I propose

to add a memory access recorder, MemWatcher, to the memory hierarchy. MemWatcher

would sit between the processor and the cache, monitoring accesses to the cache and

memory. For some given set of programmer (or compiler) speci�ed addresses, MemWatcher

would tabulate reads, and/or tabulate writes, and/or trigger an interrupt or monitoring

function.

MemWatcher's functionality could also include recording memory accesses, sim-

ilar to (but smaller in scale than) message logged checkpointing.
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Table 5.1: Sample functioning of MemWatcher. Addr is the memory address being
watched, RC and WC are the read and write count to that address, respec-
tively. R and W indicate whether MemWatcher will trigger a monitoring ac-
tion based on a read or write to that address, TD (To do) indicates what action
will be taken on the speci�ed type of access. Packet log is a record of all
access (reads and writes) to that address. Packet log records ThreadID (TID),
Program Counter (PC), cycle count number (T) for each packetthat access
a watched memory location. Write packets also include a value (Val) to be
written.

addr R W RC WC TD Packet log
0x00 X 0 0 Interrupt
0x10 X 0 1 Func1 [TID=4, PC=64, T=100,

Val=10]
0xDE X X 15 7 Func2 [TID=5, PC=512, T=100,

Val=8]; [TID=2, PC=2048,
T=200];...

0xFF 6 100 [TID=2, PC=2048, T=3000]...

Figure 5.1 contains an architectural diagram of MemWatcherin a uni-processor

system. Table 5.1 contains an example of MemWatcher's internal data as a program

executes.

MemWatcher would provide the programmer with the ability tolaunch location-

controlled monitoring functions, similar to an instrumentation program. Unlike a software-

based instrumentation regime, however, the overhead wouldbe negligible, as the location

checking and function launching occurs almost entirely in parallel with main program

execution. The monitoring functions could, on a parallel system, run in parallel with

the originating program; alternatively, if the programmerwishes to pause execution of

the watched program while the monitoring function runs, MemWatcher could trigger an

interrupt, and the interrupt handler could launch the monitoring function.

MemWatcher could be used in conjunction with debugging tools - preferably using

a graphical display - to address the lack of performance transparency identi�ed by IBM's

productivity study. [21]
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Figure 5.2: MemWatcher with an attached checkpoint-speci�c memory

MemWatcher's functionality could also include recording memory accesses, sim-

ilar to (but smaller in scale than) message logged checkpointing. Processors implement-

ing MemWatcher could be manufactured with a secondary memory bus attached either

directly to MemWatcher (as depicted in �gure 4.5) or attached directly to the packet du-

plicator (depicted by the black circle in the diagram).

5.3 MemWatcher implementation considerations

MemWatcher implementation does face a scalability issue onparallel computers

with multiple memory banks. MemWatcher requires an all-encompassing view of the

memory system. For an architecture with a single processor (which is either sequential or

multicore) the cache line provides an ideal place to “snoop”. In a multiprocessor system,

MemWatcher placement is more complicated. In order to preserve its full functionality,

MemWatcher would have to be wired directly into each processor (to allow it to trigger

an interrupt within an acceptable time frame – less than the time it takes an instruction to

propagate through the pipeline). This is not to say it is impossible to deploy MemWatcher

on a multiprocessor system, but that it would be far more dif�cult to implemented than

for a uni-processor system.

Perhaps the hardest MemWatcher feature to implement is the interrupt. The more

precise the interrupt must be, the lower the latency from MemWatcher to the processor

must be. The interrupt feedback line from MemWatcher to the processor is shown as the

dashed line in �gure 5.1. If the processor utilizes instruction reordering, the possibility
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of memory-operation induced interrupts creates problems associated with imprecise in-

terrupts. It may be necessary to include a re-order buffer toguarantee that interrupts are

precise.

MemWatcher has several signi�cant design considerations which must be ad-

dressed by hardware designers. They are:

� How many addresses is MemWatcher is capable of tracking?

� Is MemWatcher dynamically recon�gurable? Can watched addressed be added or

removed during program execution?

� How many bits are allocated to counting reads and writes?

� The packet log will need to be very large to be useful. Would this be best imple-

mented as an off-chip memory?

� How can this be implemented so as to be fast enough to keep up with the processor

(capable of one packet per second for most architectures)?

Dif�culties with implementation could be alleviated by trading off certain design-

constraining MemWatcher features. An architecture that forgoes the use of cache and

eliminated the interrupt capability could position MemWatcher further down the memory

hierarchy, thereby making design easier. Totally eliminating the cache would not even

be necessary. The cache could simply be restricted to thread-private data only, and not

used for globally shared data. Globally shared data would beplaced in the memory, and

MemWatcher would be placed between the processor and the memory.

MemWatcher's design depends upon being placed in the architecture so as to have

a complete, consistent view of the memory with very-low latency access to the proces-

sor(s). The nature of a distributed memory system means thatit would be almost, if not

outright impossible to implement MemWatcher on a distributed memory system.
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To allow hardware fault tolerance, the checkpoint memory should be non-volatile.

The bus connecting the checkpoint memory to either MemWatcher or the packet dupli-

cator must be capable of matching the speed of the main memorybus - therefore, either

it must be just as fast, or a buffer-and-interrupt/�ush scheme is necessary to prevent the

checkpoint bus from dropping packets.

5.4 MemWatcher impact on program behavior

Most of MemWatcher's functionality operates in parallel with program execution.

Packet replication, analysis, and checkpointing occurs along a completely different execu-

tion path from the main program, guaranteeing that they do not affect program behavior.

Triggered actions - interrupts and monitoring functions - do have the ability to affect pro-

gram behavior. Monitoring functions consume resource thatmight otherwise be allocated

to the program (execution units, bandwidth, memory space).Interrupts have the ability

to change program timing behavior. Both interrupts and monitoring functions have the

ability to change cache contents.

There is no way to avoid these problems entirely. The cache-contents problem

could be avoided by drastically altering the cache behavior(for example, adding a ”ig-

nore” �ag to memory operations the programmers desires not to affect cache contents).

Theoretically, monitoring functions could be executed on astandalone processor (or set

of processors), with a separate memory bus to main memory. However, this seems very

wasteful. The very nature of an interrupt - that is, something that occurs during a pause

in program execution - means the timing problem is insoluble.
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Chapter 6

VERIFICATION METHODOLOGY

6.1 Testing Hardware Extensions Based on Programmer Error Analysis

Any ideas generated by analysis of IBM's productivity studycould be imple-

mented using either the Cyclops64 multicore architecture [19] (if allowed by the hard-

ware), for which CAPSL has complete access to technical documentation and system

software; alternatively, if not implementable for Cyclops64, there exist many hardware

simulators and tools chains [85] which could be modi�ed to accommodate productivity-

study derived extensions.

Once implemented, I propose to test any ideas generated by analysis of IBM's

productivity study data through a second productivity study. Participants in the follow

up productivity study would be randomly divided into two groups - a control group and

an experimental group. (Group size may or may not be equal). All participants would

be asked to program an application or debug a known buggy program for the target ar-

chitecture. The program and architecture would be the same for everyone. However, the

experimental group would allowed (or perhaps required) to use the proposed hardware

extensions.

Dr. Gao has suggested that the test group could be composed ofstudents enrolled

in the University of Delaware Principles of Parallel Architectures course (Eleg652). Pos-

sibly this could be done as a course assignment.

6.2 MemWatcher veri�cation

Once implemented, there are two possible approaches to verifying MemWatcher.

34



The �rst is the same as one as described above in section 6.1 - using a controlled,

comparative follow-up productivity study to determine themeasurable utility to the pro-

grammer.

The second method is to test MemWatcher using BugBench. [67]BugBench is

a benchmark containing buggy programs. Bugs are divided into three types - memory

related, concurrent, and semantic. MemWatcher, when used with supporting user-level

debugger and a competent programmer, should be able to detect most (if not all) of these

bugs.
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