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ABSTRACT

Frequency scaling is a technique of increasing a processor's performance by ramp-

ing its frequency. Frequency scaling was, for many years, the dominant technique in the

industry for increasing processor performance. However, frequency scaling has a number

of associated dif�culties, particularly with increasing design complexity and power usage

– the so-called “heat problem.”

The end of frequency scaling has led to the rise of “parallelism scaling,” an empha-

sis on increasing performance by exploiting parallelism inherent in most programs. This

in turn has spurred the development of many new parallel architectures, ranging from

mainstream x86-64 multicore CPUs to more exotic, specialized types. The disparate na-

ture of these architectures has made comparing them dif�cult.

To address this, the Mstack benchmark was created. Mstack isa lightweight

benchmark based on the median stacking signal processing technique used in the oil

industry for analyzing noisy seismic data. This data is collected by means of seismic

re�ection, where sound waves are bounced off a series of undersea points and measured

by hydrophones. This is the application Mstack seeks to mimic. Once these values are

collected, they are merged by means of sorting them, and selecting the median value. The

sort used in the benchmark is a bubblesort, owing to the fact that (a) it is what is actually

used in the literature on the subject, and (b) for small lists, its performance is comparable

to other sorts.

Mstack was designed to be simple and easy to port from one platform to another.
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The benchmark's philosophy is neither take-it-as-it-is nor pencil-and-paper, but some-

where in between. That is to say, end-users are allowed some degree of freedom to mod-

ify the code to optimize it for some particular architecture, provided that these changes

adhere to the spirit of the benchmark.

This thesis describes the efforts to implement Mstack on theCray MTA-2. The

MTA-2 is an exotic parallel computer, a successor to the Teramultithreaded architecture.

The MTA-2 is designed to exploit highly parallel code by having many operations in �ight

to the memory at once. The key to achieving good performance on the MTA-2 is to pro-

vide the compiler with program code it can auto-parallelize. To this end, several variants

of the benchmark were created. These versions eliminate critical false dependencies in

the benchmark, making it easier for the MTA-2 compiler to auto-parallelize them, in turn

leading to better performance on the MTA-2.

One version of the mstack code (mstackomta2) was highly scalable but had poor

performance for the numbers of processors available; another version (mstackpomta)

which used an odd-even transposition sort (a parallel bubblesort) had the best absolute

performance.
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Chapter 1

INTRODUCTION

Frequency scaling was the dominant method for increasing microprocessor perfor-

mance throughout the 1990s and into the early part of this decade.1 Ultimately, however,

issues primarily related to power led to the end of frequencyscaling as the dominant

paradigm for increasing computer performance.2 While Moore's law is still in effect –

transistor densities are still doubling every 18 to 24 months – those additional transis-

tors are now being used for “parallelism scaling”. Parallelprocessing now dominates

the commodity and high-performance computing markets, as well as directions for future

research in both. Today, the most prominent form of parallelscaling is multi-core technol-

ogy. Multi-core architectures are quickly evolving towards “many-core” architectures –

processors with tens or hundreds of cores capable of independent threads of execution. [7]

At the same time, co-processing technologies in the form of FPGAs and GPUs have also

recently become very hot areas of research. With so many verydifferent competing paral-

lel processing technologies, the need for a simple, lightweight cross-platform benchmark

has become apparent. To �ll this need, we have devised Mstack, a lightweight benchmark

designed to be run on a number of different classes of architectures.

The Mstack benchmark is based on the concept of a median stack. Median stack-

ing is a technique used in the oil industry for processing noisy seismic data (e.g., drag

1 Other important historical crossroads in the development of microprocessors were:
replacing microcoding with hard-wired implementations, the inclusion of powerful
�oating point units as standard equipment, and the move to super-scalar designs.

2 Intel's cancellation of its Tejas and Jayhawk processors isoften cited as the end of
frequency scaling.
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data from swampy terrain). The goal is to evaluate co-processing and other exotic archi-

tectures on an apples-to-apples basis to provide a valid comparison between very different

specialized devices and enable users to evaluate the potential for their architectural con-

cepts to be used in high performance computing – concepts that might appear as options

in future high performance computing (HPC) systems.

We implemented Mstack on a variety of different architectures: on FPGAs us-

ing high level C-to-HDL languages: Mitrion-C, Impulse-C, and DIME-C; on NVIDIA's

newest graphical processing units (GPUs) using CUDA; on themulti-core Cell Broad-

band Engine; and IBM's many-core Cyclops64 architecture. For a baseline, we ported

Mstack to several conventional systems, including x86 clusters, an SGI MIPS system,

and an SGI Altix using Itanium-2 processors.

In chapter 2, we describe the motivations behind frequency scaling, as well as its

consequences and design implications; chapter 3 covers theindustry-wide shift towards

parallel architectures, speci�cally multicore parallel architectures; chapter 4 discusses the

concept of median stacking, and the design considerations and implementation choices

made in creating Mstack; chapter 5 describes the target architectures and languages used

to test Mstack; chapter 6 describes efforts to port the Mstack benchmark to the Cray MTA-

2, and the methods used to increase Mstack performance on that architecture; chapter 7

report results from experiments; chapter 8 contains analysis of the results and conclusions;

chapter 9 gives related work and lists the contributions from the various co-contributors

to this work.
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Chapter 2

THE RISE AND FALL OF FREQUENCY SCALING

Program execution time is given by the equation [26]:

CP Utime =
Instructions

P rogram
�

Cycles
Instruction

�
Seconds
Cycle

(2.1)

Instructions per program is the total number of instructions to be executed in a

given program. This depends on the instruction set architecture (a Reduced Instruction

Set Computer (RISC) architecture will tend to execute many more instructions than Com-

plex Instruction Set Computer (CISC) architecture given the same program), the compiler

used to compile program, and the data set input to the program. The number of cycles per

instruction depends on the characteristics of the architecture and on the distribution of in-

structions being executed. Thus, it is a program and architecture dependent average value.

A singly-pipelined processor with perfect branch prediction, perfect forwarding, and no

structural hazards would have a value of one.1 Very Long Instruction Word (VLIW) and

superscalar processors, capable of issuing multiple instructions per cycle, can potentially

reach a value between zero and one. Hazards, and branch mispredictions tend to increase

this value. Seconds per clock cycle is, by de�nition, the inverse of frequency.

1 The number of cycles per instruction refers to the processorthroughput, not the per
instruction average. That is to say, a processor with the qualities I have described
would, on every cycle, send one instruction into the pipeline, and �nish executing an
instruction at the end of the pipeline. One goes in per cycle,one comes out per cycle,
and the average throughput is one per cycle.

3



All things being equal, as frequency goes up, seconds per clock cycle goes down,

thus reducing CPU time. However, all things may not be equal.That is to say, architec-

tural changes to increase frequency may increase the numberof instructions per program

or the number of clock cycles per instruction. Thus, the terms of this equation are cou-

pled. For example, the frequency may be increased by eliminating more complicated,

application-speci�c instructions from the Instruction Set Architecture (ISA) – for exam-

ple, SSE, and the MMX set in Intel processors. Applications that require the functionality

provided by these instructions will be forced to implement it in software, causing them

to execute many more total instructions. Increases in frequency tend to make the pipeline

longer. The number of hazard possibilities increases quadratically with pipeline size,

causing the number of encountered hazards to increase, in turn increasing the amount of

bubbling that occurs in the processor. Branch misprediction penalties increase linearly

with the size of the pipeline. Thus, as frequency increases,these two factors both tend to

cause the average cycles per instruction to go up, in turn causing the total time required

to execute a program to increase.

This tendency to infer that frequency is a direct measure of speed rather than a

component is known as the “megahertz myth”. However, with this caveat acknowledged,

it can be generally assumed that as processor frequency increases, so does overall perfor-

mance, although it is not necessarily a linear relationship.

2.1 The Heat Problem

Around the end of 2004, frequency scaling came to an end as theindustry driving

force. [30] In a stunning May 2004 announcement, “Intel has canceled plans to produce

its Tejas processor, the successor to today's Prescott-based Pentium 4 chip. Instead the

company has moved up work on an as-yet-unnamed dual-core desktop processor it hopes

to launch by 2005. The surprise move shows Intel has embracedthe idea that merely

adding more megahertz to its processors is no longer the bestway to boost performance,

says Kevin Krewell, editor-in-chief of Microprocessor Report... `Going over 100 watts

4



was counter to what people wanted from their PCs. They wantedquieter operation with

fewer fans, and not more heat.'” [31]

Frequency scaling still continues to some extent, but it is no longer the dominant

factor in performance gains. While frequency scaling stillholds the same promise of pro-

cessor speedup with increased frequency, it is simply not feasible with current technology

to continue to ramp up the clock frequency any further. This infeasibility is the result of

the “heat problem.” For a CMOS chip, heat production per unittime increases linearly

with the frequency of the processor, as given by the equation:

P ower = Ct � V 2 � F (2.2)

whereCt is the total effective capacitance being switched per clockcycle, V is the supply

voltage, and F is the frequency. [47]

Alternatively, it could be expressed as:

P ower = Ce � V 2 � F � N (2.3)

whereCe is the processor average capacitance per element instead ofthe capacitance be-

ing switched, N is the number of switching elements, andCt = Ce � N . The unavoidable

consequence of this relationship between frequency and heat is that as processors go to

higher frequencies, they also become hotter, and thus harder to properly cool. The heat

density of modern processors as a function of frequency is given in �gure 2.1.

In 2001, the popular technology website Tom's Hardware explored this problem

with an experiment to see what would happen in a heat emergency [40]. They removed

the heat sinks from two modern AMD and Intel processors whilerunning a performance

demanding application (Quake III Arena). They videotaped the results, used optical ther-

mometers to measure the temperature of the processors, and the in-game frame-rate meter

to measure system performance. The results are given in �gure 2.2.

This experiment suggests that, by 2001, frequency-scaled processor technology

had reached the point where low-latency thermal protectioncircuitry was an absolute

5



Figure 2.1: A graph of processor heat density. Watts/cm2 as a function of frequency.
Data from [36] and [37]

requirement, lest a failure in one of the passive cooling systems – not an uncommon

occurrence2 – destroy hardware and data. It is also indicative of a more general trend –

that is, that processors were simply getting too hot.

These increased power demands have signi�cant implications for large scale com-

puting facilities, data centers, research sites, etc. The life cycle costs associated with

powering and cooling these facilities can exceed the costs of purchasing the computers

2 “The fact that the vast majority of heat sinks is [sic] only �xed to the little notches
of SocketA doesn't help. We have seen several occasions whenthose notches �nally
broke under the weight of the heat sink” [40]
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Figure 2.2: Results of the heat emergency experiment
Processor Final picture Description

Pentium III 1
GHz

The thermal monitoring unit detected the increase in heat and
shut down the system. The OS crashed and data was lost, but
the computer remained undamaged.

Pentium IV, 2
GHz

The thermal monitoring unit (more advanced than the Pentium
III's) detected the increase in heat and down-throttled theCPU
frequency. System performance – measured in frames per sec-
ond – dropped, but the OS did not crash (e.g, no data was lost)
and the processor was undamaged. Processor temperature was
measured at 29 degrees C.

AMD Athlon
1.4 GHz
(Thunderbird
core)

With no thermal protection circuitry, in less than one second,
the Athlon fried, and the motherboard quickly thereafter. The
processor reached a temperature of 370 degrees C.

AthlonmP
1.2 GHz

The Siemens' D1289 with VIA's KT266 chipset (a Palomino-
speci�c motherboard with thermal protection circuitry designed
to monitor the AthlonmP's thermal diode) failed to respond to
the increase in temperature. Within one second, the processor
and motherboard had fried, reaching a temperature of 300 de-
grees C. Siemens' engineers noted that the time required forthe
thermal protection circuitry to act was greater than the time it
took for the processor to fry.
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themselves.3 Number of executed operations per watt is quickly becoming acritical mea-

surement in the computer purchasing decisions for large organizations.

The power demands created by frequency scaling are particularly consequential

in mobile computing, where energy is in very limited supply.Starting in 2003, Intel's

Pentium M mobile processors included Speedstep technology. Speedstep allows the oper-

ating system to, during times of low-load, down-throttle processor frequency and voltage

in order to conserve battery power. [24]

Newer processors – both mobile and desktop – now include frequency and voltage

throttling technologies, allowing them to increase or decrease processor performance (and

consequently power consumption) based on workload and power-availability constraints.

In 2005, Intel committed itself to signi�cantly reducing system power use in its

future processors. [35] As of February of 2007, “Intel claims that it can scale the voltage

and clock speed of the [Terascale] processor to gain even more �oating point performance.

For example, at 5.1 GHz, the chip reaches 1.63 TFlops (2.61 Tb/s) and at 5.7 GHz the pro-

cessor hits 1.81 TFlops (2.91 Tb/s). However, power consumption rises quickly as well:

Intel measured 175 watts at 5.1 GHz and 265 watts at 5.7 GHz. However, considering

the fact that just 202 of these 80-core processors could replicate the �oating point per-

formance of today's best performing supercomputer, those power consumption numbers

appear even more convincing: The Department of Energy's BlueGene/L system, rated at

a peak performance of 367 TFlops, houses 65,536 dual core processors.” [51] Terascale

3 In 2005 electricity vendors in the United States supplied1:4� 1012 kilowatt-hours of
electricity to commercial (i.e. non-industrial, non-residential) entities in the United
States, and took in US$1:12� 1011 in revenue from it. [56] Thus, in 2005, the average
commercial-grade kilowatt-hour cost $0.08. For comparison, the speci�cations for
an Intel SR870BH2, a duel-Itanium rack, say that it runs at 650 watts. [28] Presuming
this power consumption �gure to be about average for an enterprise server, in a year it
consumes 5697 kilowatt-hours of electricity. This yields ayearly electrical operating
cost of 5697� $0.08 = $455. The price of the unit is roughly $1000, so the electrical
cost of operating the server will exceed the server's purchase price after little more
than two years of operation.
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Figure 2.3: The power characteristics (top) and power performance (bottom) of Intel's
Terascale architecture. [51]
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Figure 2.4: “Infra-Red Emission Microscopy (IREM) measurements of [anIntel Pen-
tium M using] selected power tests. The color-coding represents the average
power and local emission densities. The levels are black (lowest), red, or-
ange, yellow and white (highest).” [24]

performance characteristics are illustrated in �gure 2.3.

Another problem associated with cooling high performance sequential processors

is that the heat distribution itself is both uneven [52] and application dependent. [22] Fig-

ure 2.4 shows the power density of a Pentium M processor running power tests. The heat

distribution is highly irregular, with certain areas beingparticularly hot while nearby areas

are very cool. A different application, especially a different class of application, would

tend to yield a dramatically different power distribution map. Generally speaking, an ap-

plication with a predictable memory access pattern would have many cache hits, and thus

the cache itself would tend to run very hot; the same application with an unpredictable

memory access pattern would have a low cache hit rate, and thus a very cool cache.

2.2 Implications in design

The period of a processor's clock must be greater than the propagation delay

through the longest stage of the pipeline. If this were not the case, latches would latch new

10



Figure 2.5: A pipeline stage prior to frequency-scaling inspired extralatches. Clock
periodP � X

Figure 2.6: The design from �gure 2.5 with latches added to allow frequency scaling,
with combinational logic shown in red. Clock periodP � max(X 1; X 2)

values before the preceding combinational logic had settled into a steady state, latching

an indeterminate – possibly incorrect – value. A single bit error of this sort is suf�cient

to crash a program, and possibly an operating system. This isa common occurrence with

overclocked processors.

Where overclocking causes latches in a synchronous chip to latch new values too

quickly, a related problem is clock skew, where latches latch new values without syn-

chrony. Clock skew occurs when clock signals reach some parts of a synchronous chip

before than they reach others. Components closer to the clock generator tend to receive

clock signals �rst. Latches latching new values out of synchronization create the possi-

bility of a bit-�ip error, just as with overclocking.

One technique used by computer architects to maximize processor clock frequency

is to add numerous latches into a design. This increases the length of the pipeline, but re-

duces propagation delay though the maximally delayed stages, by splitting them up into

multiple stages. In fact, some later Pentium processors had35 or more pipeline stages,

some of which did nothing but transport (“drive”) the signalfrom one part of the chip

11



Figure 2.7: Circuit diagram illustrating two types of leakage current.[47]

to another. [41] Although successful for increasing frequency, this technique tends to in-

crease propagation delay, and produces longer pipelines, with the inherently larger penalty

incurred by a branch misprediction. Such long pipelines rely heavily on speculative exe-

cution to avoid to avoid branch-induced pipeline �ushes. This latch-adding technique is

illustrated in �gures 2.5 and 2.6. At ten gigahertz, light travels less than three centimeters.

For comparison, the Pentium IV Willamette has a square die measuring 27 millimeters on

a side, or 37 millimeters diagonally, meaning that the Pentium is operating at a frequency

high enough that it takes the signals more than one cycle to cross the chip.

Yet a further problem with the future development of high endprocessors is the

sheer dif�culty in designing and verifying them. In addition to all the problems associated

with frequency scaling, chip design is further complicatedby the issues associated with

reducing the scale of the transistors; that is, increased leakage current and interwire cross-

coupling (so called “cross talk”). Charge is used to store information in various circuit

elements. However, due to imperfect insulators, this charge can “leak” out, as depicted in

�gure 2.7. [47] Interwire cross-coupling, which can be bothcapacitive and inductive in

nature, is inversely proportional to interconnect size. The smaller the transistors become,

the more interference occurs as a result of cross-talk. [47]As a result of the combination
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of these factors, processors have reached a level of complexity that CAD tools cannot

verify them. [43] Twenty-�ve years ago, one person was required to verify the work of ten

designers. Today, it takes ten people to verify the work of one designer – a hundred-fold

increase in veri�cation time relative to design time. [42] This in turn increases processor

costs, and leads to longer times-to-market. The increased complexity also means a much

greater chance that bugs will go undetected, such as the well-publicized �oating point

problems that plagued the Pentium I. [57]
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Chapter 3

THE TREND TOWARDS PARALLEL ARCHITECTURES

In chapter 2 it was established that frequency scaling, which for many years was

the dominant force in driving performance increases, is tapering off. A new industry wide

trend towards parallelism in general, and multicore in particular, has begun. This begs the

questions – what are the advantages of multicore over frequency scaling, and what form

will the multicore trend ultimately take?

Consider the alternative power formula given by equation 2.3 in section 2.1:

P ower = Ce � V 2 � F � N

where N is the number of switching elements (transistors). Modern high performance se-

quential processors use many hardware acceleration techniques prior to the actual execu-

tion of the instruction: instruction pre-fetching and reordering, pipelining, and speculative

execution (hereafter, these techniques will be referred tocollectively as “pre-execution ac-

celeration”). Figure 3.1 illustrates the disparity between the die space devoted to actual

instruction execution (given by the white highlights) versus the amount of space devoted

to other hardware acceleration techniques. Pre-executionhardware acceleration domi-

nates both in die space and number of allocated transistors.In short, the “budget” of

transistors is taken up mostly by pre-execution acceleration.

Those same transistors could instead be used to supply multiple execution units,

without signi�cantly changing the total power consumed by the processor (and, conse-

quently, the amount of heat that needs to be removed). Thus, the fundamental premise
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Figure 3.1: A component diagram of the Pentium IV Northwood. Highlighted in white
are the �oating point (top) and integer (bottom) execution units. Picture
modi�ed from [2]. Fully annotated version available at [17].
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of multicore technology is that, for some given quantity of transistors, programs exe-

cuted concurrently on processors with multiple relativelysimple cores (with little or no

pre-execution acceleration) will perform better than programs executed on sequential pro-

cessors with much pre-execution acceleration. In effect, multicore is simply a recognition

that it is more ef�cient to allocate those transistors for multiple execution units rather than

for hardware to do pre-execution acceleration.

Multicore architectures also offer an improvement over sequential processors where

veri�cation is concerned. While a multicore processor may contain a roughly equal num-

ber of transistors as a sequential processor, those transistors are allocated in repeating

units. As we can see by comparing �gures 3.1 and 3.2, the multicore architecture tends to

be far simpler and orderly. When a veri�cation engineer veri�es one core, he implicitly

veri�es all of them. This can signi�cantly reduce the time required to verify the design.

While there is little doubt that the industry is indeed headed towards multicore,

there is much disagreement as to the �nal form it will take. Louisiana State University

professor Thomas Sterling believes that, because IO/boundsequential code dominates the

industry, general purpose processors will max out at a relatively low number of cores. [20]

University of Texas professor Yale Patt believes the industry will tend towards a “Niagara-

X Pentium-Y” con�guration. That is, processors will have a many small, less powerful

cores (akin to Sun's UltraSPARC T1 “Niagara”) and some number of larger, more power-

ful cores (akin to Pentium cores). [43] University of Delaware professor Guang Gao has

identi�ed a dichotomy that seems to exist in the multicore trend: one class of which is that

being pursued by Intel, with its Pentium's Core and Core 2 processor families. Processors

in these families are simply scaled up versions of their sequential Pentium processors'

“heavy” cores glued together. The other trend is towards architectures designed from

the ground up for parallelism. [23] Professor's Patt's “Niagara-X Pentium-Y” prediction

would be one speci�c instance of this.

16



Figure 3.2: A diagram of IBM's Cell BE (Broadband Engine) chip. Source: [32].
Reprint Courtesy of International Business Machines Corporation, copyright
2005 (C) International Business Machines Corporation.
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Figure 3.3: A comparison of CPU and FPGA single precision �oating point multiplica-
tion performance. Source: [54]

Figure 3.4: A comparison of GPU and CPU �oating point performance. Source: [39].
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3.1 Coprocessors: FGPAs and GPUs

A co-processor is a device that does computation alongside or in place of the

CPU. Co-processing technologies are particularly a “hot” topic right now because their

performance is increasing at a rate superior to that of CPUs,as shown in �gures 3.3 and

3.4. [54] [39] [19] This makes porting applications to them desirable, potentially resulting

in performance gains from hardware upgrades that outstrip CPUs. At the same time, there

has been a great diversi�cation in parallel architecture. Presently, many different kinds

of technologies and novel architectures are vying for dominance, FGPAs and GPUs in

particular.

One trend in HPC architecture is to integrate FPGAs into HPC systems as co-

processors. [55] These systems are known as “recon�gurablecomputers” because the

logic on the FPGA can be recon�gured for each application runon the system. In order to

get an acceptable level of performance, the FPGA must have high bandwidth, low latency

access to the system memory. This requires a high degree of cooperation between the

system, FPGA, and bus vendors, which did not exist until recently.1 Alternatively, the

FPGA has to have its own memory and the job has to “live” on the FPGA.

Previous work in this area indicates that migrating certainclasses of applications

to FPGAs has the potential for tremendous acceleration. [46] [59] However, recognizing

that hardware description languages (HDLs) such as VHDL andVerilog are dif�cult and

time consuming to program (akin to programming a CPU in assembly language), a num-

ber of “C-to-HDL” (alternatively, “C-to-RTL”) languages have been developed. These are

C-like languages that are compiled to HDL and then compiled again to an FPGA bit map-

ping. Because the C-language is inherently targeted for CPUarchitectures and therefore

is not well-suited for hardware description, different C-to-HDL languages take different

1 According to Michael D'Amour, chief executive of�cer of DRCComputer Corpo-
ration, “It took 18 months for DRC to convince AMD to open [their Hypertransport
bus] up. When we �rst walked into AMD, they called us `the socket stealers'. Now
they call us their partners.” [19]
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approaches to programmability and ef�ciency. DIME-C and Impulse-C are subsets of the

C-language, making them particularly easy to program and debug but at the cost of being

inef�cient to map to an FPGA. In contrast, Mitrion-C resembles C only super�cially. It

uses much of the same syntax, but conceptually, it is vastly different. As a result, Mitrion-

C is signi�cantly more dif�cult to program but may have the potential to map to the FPGA

more ef�ciently.

GPUs are co-processors optimized for mathematical operations common in graph-

ical processing – matrix-matrix, matrix-vector, and interpolation operations. GPUs have

a pipeline consisting of one or more vertex processors, a rasterizer, one or more fragment

processors, and a frame buffer. This basic architecture hadremained constant over the

last 20 years until recently. Now, NVIDIA and ATI have started to produce GPUs with a

single uni�ed pool of processors instead of separate vertexand fragment processors. Data

related to pixel properties are stored in dedicated high speed graphics memory. This mem-

ory uses multi-banking, data streaming, specialized cachedesigns, and other techniques

to provide extremely high bandwidth at low latency. [11]

The superior performance of GPUs over CPUs is a result of the “highly data-

parallel nature of graphics computations” which “enables GPUs to use additional transis-

tors more directly for computation, achieving higher arithmetic intensity with the same

transistor count”. [39] GPU performance and economics are dictated by the video gam-

ing industry which exerts a constant, tremendous pressure for better graphics processing

performance. The size of the industry means that research and development costs are

amortized across a huge number of retail units. In particular, this includes embedded

graphics processors such as those found on gaming consoles.Every Playstation, X-box,

and Wii sold includes a graphics card. In short, the existence of the video gaming industry

means that GPUs have a price/performance ratio comparable (if not superior) to CPUs.

However, it is important to bear in mind the limitations of GPUs. GPUs are highly spe-

cialized devices, optimized heavily for graphics processing. Those applications whose
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characteristics are similar to graphics processing tasks (single precision �oating point,

highly data parallel, almost no sequential bottlenecks, etc.) will experience good perfor-

mance acceleration from being ported to GPUs. [11]

Each of these technologies has its advantages and disadvantages. A number of

benchmarks have been created to test FPGAs [34] [25] and GPUs. [15] [33] However,

these benchmarks are limited to architectures within a given class. To date, no inter-class

benchmark has been created.2

2 This is neglecting all-purpose computational micro-benchmarks such as fast Fourier
transform and matrix multiply which may not be suitable for highly specialized/op-
timized devices such as GPUs and FPGAs.
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Chapter 4

THE MSTACK BENCHMARK

We have devised a small, easy-to-compile benchmark based onmedian stacking

of data. Median stacking is a technique used in signal processing to �lter noisy data.

Median stacking has applications in photo astronomy [60] [50] and in the oil industry

in processing re�ection seismology data [38]. For the purposes of our benchmark, we

choose to focus on the latter application.

4.1 Median Stacking of Seismic Data

The real-world application our benchmark attempts to mimicis one stage of post-

processing done on oceanographic seismic data in the oil industry. This data is collected

by a ship, which drags a line of hydrophones behind it. As it moves, the ship puts out

shockwaves (using an underwater sound generator – a metal box that is �lled with gas

which is then detonated). These waves of compressed and rare�ed water bounce off

the ocean �oor (“subsurface”) and re�ect back upwards towards the hydrophones. The

hydrophones measure the amplitude of the received waves. Using this data, geophysicists

can reconstruct the subsurface topology.

With each explosion, each hydrophone measures re�ections from a point on the

subsurface halfway between the sound generator and the hydrophone itself. As the ship
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moves, explosions are set off at time intervals such that these subsurface points overlap.1

With multiple datapoints corresponding to each sampled location on the subsurface, an-

alysts have the ability to improve the signal to noise ratio by using a procedure called

stacking. Ordinarily, stacking involves simply averagingthe measured values for a given

point and depth; however, when there is noisy data, experience shows that the median

stack provides a more accurate view of the subsurface topology. The measured values

are stored in a three dimensional array, where the dimensions (m, l, and k) represent the

ship's sailing vector, explosion number, and hydrophone number, respectively.

1 In real uses of this technique, the hydrophones would samplemany values per explo-
sion. However, for the purposes of this benchmark, we are assuming they measure
only one. Also note that for some set of values sampled duringa single explosion
by a single hydrophone, there may in fact be multiple spikes in the intensity of the
re�ected waves. These spikes correspond to disjoints in thedensity of subsurface
layers.
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Figure 4.1: An illustration of offshore seismic data collection. The explosions (L) are

set off at intervals such that that the same subsurface points (P1, P2, P3, etc)

are measured with each explosion

24



Figure 4.2: Sample seismographic data recorded by the hydrophones. K corresponds to

the hydrophone number and L to the explosion number. Values correspond-

ing to the same undersea point (P1, P2, andP3) line up along diagonals.

These diagonals are the sets from which we want to �nd the median values.
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Figure 4.3: The ship �rst sails in a series of anti-parallel vectors.

Figure 4.4: The ship then makes a 90 degree turn and begins another seriesof anti-

parallel vectors, orthogonal to the �rst series, resultingin a grid of samples.
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4.2 Mstack Benchmark Design Considerations
The Mstack benchmark was designed under the “keep it simple stupid”

philosophy. It was designed to be practical to run on CPUs as well as on
a wide variety of co-processors. Some of the design requirements and con-
straints that went into developing the benchmark were:

1. The run time must be long enough that it makes sense to accelerate the
application. At the bare minimum, this means run times with alength
of minutes to hours.

2. The runtime must also be short enough that it is reasonableto do at least
some runs with a simulator or hardware emulator. This will normally
favor a run time of 1 second or less, but a few seconds of simulated time
should be doable in less than 12 hours of simulation time.

3. The benchmark should �t in main memory but require vastly more space
than is likely to be available in the caches/dedicated localmemory.

4. The amount of input/output (I/O) should be negligible. After all, we are
attempting to measure computational performance.

5. Although it might have been desirable to have an inner loopthat can
be parallelized and vectorized, for many of the platforms undergoing
consideration, what matters is having middle and/or outer loops that
parallelize.

6. An embarrassingly parallel algorithm was selected, since this minimizes
the effort associated with parallelization.

7. We needed a �oating point algorithm, but for simplicity'ssake, it was
desirable to �nd as simple an algorithm as possible. That is to say, not a
complete code with 100 or more boundary condition routines to worry
about. However, many simple �oating point algorithms such as matrix
multiply and FFT have already been implemented and are well known
in the �eld, and it was our intent to complement these efforts.

8. Because many of the target platforms (actual and potential) have limited
or no support for 64 bit precision, we decided to limit the benchmark to
32 bit precision.

In real world seismic data processing, the number of values to be pro-
cessed is usually small (never greater than 128, and possibly less than 24).
Therefore, we decided to benchmark data sets where the number of chan-
nels are 5, 50, 75, and 128. The number of channels determinesthe number
of values to be sorted and is physically analogous to the number of sensors
recording data after each explosion.
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The number of data sets to be stacked would normally be nearlyin�nite.
For purposes of this benchmark, it was decided to use 1 million data sets,
although some of them are not processed since they would be incomplete
(representing the seismic boat turning around). When one isusing 32-bit
�oating point data, this should comfortably �t into 1 GB of main memory
(depending on the implementation, the required amount of main memory is
in the range of 500 to 600 MB). Note that in order to be faithfulto the origin
of this benchmark, it is important that all the data be written to main memory
before the start of the processing.

Since we lacked ready access to actual data, three data sets were con-
structed for benchmarking purposes. The �rst sets all the values to a constant
value (1.0 in this case). The second sets the values of each channel to the
channel number, so the values go from 1.0 to numberof channels (in �oat-
ing point). The third data set assigns numbers to the channels in reverse order
and is the only data set that is not already sorted. These three data sets were
selected for simplicity and since they are known to be inef�cient for one or
more of the commonly used sorting algorithms.

We selected the bubblesort for use as the sorting algorithm.For smaller
numbers of channels, other sorts are unlikely to show their asymptotic perfor-
mance, and the bubblesort will likely be faster because of its simplicity. We
chose bubblesort instead of a selection algorithm because (a) literature on
the subject speci�es sorting and not selection [48] [38] and(b) because for
a simple selection algorithm, bubblesort will have the samecomputational
complexity.2

Bubblesort's simplicity will also have bene�ts when the benchmark is
running on single-instruction-multiple-data (SIMD) arrays of processors with
small amounts of instruction cache per processor. Its simplicity should also
make it easier to implement on FPGAs. While the reference implementations
do not explicitly show the use of predicated operations, it was not dif�cult to
produce a C implementation that uses the conditional operator and therefore
lends itself to being implemented with predicated operations. This should im-
prove the performance on the GPUs. Additionally, note that the performance
of the bubblesort is nearly data independent.

A minimal amount of output is produced. This is helpful for debugging
purposes and to disable overly aggressive compiler optimizations. In order
to maximize the similarity between the Fortran and C code, the decision was

2 A simple general selection algorithm hasO(k � n) runtime where k is the k-th largest
or smallest element in the list (which we want to �nd). [10] Ifk = N

2 (the median
element), the runtime will be12 � N 2, the same as bubblesort.
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made not to use pointers in either version. This means that nodynamic mem-
ory allocation was used in any of the versions and that array syntax is used
throughout the C versions of the benchmark. (Largely quotedfrom [45])

The only input that the benchmark takes is at the beginning ofthe run, when it

prompts the user for the number of channels. The purpose of this is twofold: it allows the

user to control how long the benchmark runs, in effect, replicating the computation classes

used in other benchmarks. Secondly, it imposes a compile-time knowledge limitation on

the compiler. Thus, there are limitations on the compiler'sability to optimize the sorting

work at the heart of the benchmark.

4.3 Mstack Implementation and Variation

We consider Mstack to be a hybrid of pencil-and-paper style benchmarks (such

as the NASA Advanced Supercomputing Parallel Benchmark Suite (NAS NPB) [9]) and

run-it-as-it-is style benchmarks (like SPEC). While Mstack incorporates a bubblesort,

other sorting algorithms can be used if it is felt that those algorithms are better suited to

a particular platform. In these cases, it is important to specify which sort has been used,

and it is required that some amount of justi�cation be included.

We have also produced alternate implementations of Mstack in C and Fortran

which use different optimization schemes to attempt to achieve better performance on a

range of architectures. Mstack2 and Mstack3 differ from thereference implementation by

using the ternary operator instead of an “if” statement. This may make a difference with

some compilers, allowing them to produce more ef�cient assembly code using predicated

instructions. Mstackv is a vectorized version of the Mstack. This vectorization allows

pipelining or parallelization of the innermost loop. For each of these four versions (the

original reference implementation, mstack2, mstack3, andmstackv), we also applied an

optimization to the inner loop whereby it would sort to the length of the vector minus

the iteration. The reference implementation sorted through the entire vector on every

iteration, thus performingN 2 comparisons and possible swaps. The optimized versions
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perform 1
2 � N 2 comparisons and possible swaps. We consider all versions ofthe Mstack

benchmark to be acceptable and equally valid for the purposes of testing hardware.

During our efforts to port the Mstack benchmark to the Cray MTA-2, we created

several more-easily autoparallelizable versions of Mstack. These efforts and the resulting

code are discussed in chapter 6.

The source code for all versions of the Mstack benchmark described in this thesis,

as well as others, can be downloaded from [44].

30



4.4 Mstack pseudocode and diagrammatic explanations

The Mstack reference version can be represented (in abbreviated form) in pseu-

docode by the following:

1 prompt_user(numchn, ``How many channels do you want to sor t (2-128)?'')
2 for i from 1 to 2
3 for j from 1 to 3
4 initialize(traces, j)
5 //traces is a floating point array, 1001x1001x130
6 //j determines the dataset
7 //if j = 1, all elements in traces are initialized all 1.0
8 //if j = 2, all lists in traces are initialized in ascending o rder
9 //if j = 3, all lists in traces are initialized in descending order

10 for m from 1 to 1000
11 for l from 1 to 1001-numchn
12 for k from 1 to numchn
13 scratch[k] = traces [m][l-1+k][k];
14 bubblesort(scratch, numchn)
15 //sort the first numchn elements in scratch
16 traces[m][l][129] = median(scratch, numchn)
17 //return the middle value in the first numchn elements of s cratch
18 //if numchn is even, return the average of the middle two
19 print traces[1][1][129]
20 print [1][800][129]
21 print traces[1000][1][129]

The entire program takes place inside the i and j loops (lines2 and 3), which cause

the program to iterate 2 times each over 3 sets of data. The data itself, which represents the

values recorded by the boat's hydrophones, is written to traces, a three dimensional array

(line 4). Values are then copied from diagonals in the tracesarray (in the L-K plane) into

scratch. Figure 4.5 contains a diagrammatic representation of Mstack's access pattern to

the traces data array. Scratch contains useful data from the0th element to the numchn-1th

element.

Physically, the reason data is copied from diagonals is because each underwater

point being analyzed is sampled in turn by each of the survey ship's trailing hydrophones.

Thus, for some given point, the �rst hydrophone will record it on the �rst recording, the

second hydrophone on the next one, the third hydrophone on the next one, etc.

Once the data, corresponding to all the recorded values for some given subsur-

face point (the point under the water being measured) is copied into the scratch array, a

bubblesort routine is applied to it (line 14). Bubblesort sorts the �rst numchn elements.
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Calculating the median value (line 16) depends on the numberof channels – if numchn is

odd, the median is the middle value in scratch[0 to numchn]; if numchn is even, the me-

dian value is the average of the middle two values in scratch[0 to numchn]. The median

value is stored into the �nal element in the current column ofthe traces array (line 16).

This process is repeated roughly one million times, for all the data in traces (lines 11-12).

Figure 4.6 gives a �ow diagram for the Mstack benchmark. The iand j loops then iterate,

and the million bubblesorts are repeated �ve further times –thus, a total of six million

lists are sorted during the benchmark's execution.

As written, the algorithm is nearly embarrassingly parallel. However, it is impor-

tant to notice two loop-carried anti-dependencies. An anti-dependency (also known as a

write-after-read dependency) occurs when one instructionreads from a memory location,

and a subsequent instruction overwrites that location. Thesubsequent instruction over-

writing that location cannot be executed until the instruction which reads it is completed.

Anti-dependencies and output dependencies (wherein a program contains two instruc-

tions that assign to the same location and the output dependson the order in which they

are executed) are known collectively as false dependencies“A false dependence (anti or

output) exists between two operations when one must follow the other, not because the

latter requires data produced by the former, but merely because the latter needs to reuse

a storage location (register or memory cell) used by the former.” [53] False dependencies

are also known as name dependencies, because they can be solved by register renaming.

Mstack has two such anti-dependencies. In each iteration ofthe l-loop, scratch is

written (lines 13, 14) and subsequently read (lines 14, 16);thus, the end of one iteration

of the l-loop which reads scratch (Nth iteration of line 16) must be executed before the

beginning of the next loop iteration which overwrites scratch (N+1th iteration of line 13).

The same is also true of the traces array in the j-loop. In eachiteration of the j-loop, traces

is written (line 4) and subsequently read (line 13); thus, the beginning of the next iteration

of the j-loop wherein traces is overwritten (N+1th iteration of line 4) cannot proceed until
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the current iteration has �nished reading traces (Nth iteration of line 13).

If the anti-dependencies are resolved, then Mstack has tremendous potential for

parallelization. The lists can be sorted and median values calculated independent of each

other. Renaming scratch (to remove the anti-dependency) yields roughly one million

units of embarrassing parallelism (one unit for each list being sorted). This is suf�cient

for most parallel architectures – multicore CPUs, GPUs, andFPGAs, as well as MPPs

and other massively parallel architectures. Renaming traces (to parallelize across the j

loop) increases this by a factor of 6.
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Figure 4.5: Diagrammatic representation of Mstack's access pattern tothe traces data
array. Each iteration of the l-loop copies data from a diagonal in the L-K
plane (shown by circles) to the scratch array, bubblesorts it, takes the median
value, and stores it into the topmost element in the plane (shown by stars).
(Lines 11-16 in the pseudocode)
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Figure 4.6: A �ow diagram for the Mstack benchmark. The entire program takes place
inside the i and j loops, which cause the program to iterate 2 times each
over 3 sets of data. The data is written to traces, a three dimensional array.
Values are then copied from diagonals in the traces array into scratch. Once
the data is copied into the scratch array, a bubblesort routine is applied to it.
Bubblesort sorts the �rst numchn elements. The median valueis stored into
the �nal element in the current column of the traces array. This process is
repeated roughly one million times, for all the data in traces.
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Chapter 5

THE CRAY MTA-2 ARCHITECTURE

The Tera multithreaded architecture (MTA) is an exotic parallel computer archi-

tecture created by the Tera Computer Company. After Tera acquired Cray Research

(which had been bought and later sold by SGI), Tera renamed itself Cray Inc. Because

the original MTA had fabrication issues stemming from its aggressive gallium arsenide

design. [27], the new Cray company decided to release a successor, the MTA-2. The

MTA-2 is logically identical to its predecessor. The chief difference is the MTA-2 used

more traditional fabrication methods. [21] The MTA-2 is one-of-a-kind – only one system

(“Boomer”) was ever purchased. That system went to the United States Naval Research

Laboratory [5], and was later returned to Cray.

The rest of this chapter will describe the MTA-2 architecture. Because the Tera

MTA and Cray MTA-2 architectures are logically identical, discussion in this section will

draw upon source material describing both architectures.

The MTA-2 is a massively multithreaded architecture that, in the abstract, is “scal-

able essentially without limit (although a particular implementation is not, of course).” [4]

Each processor supports 128 streams, “where a stream is hardware that includes a pro-

gram counter and set of 32 registers. Each stream can be assigned to (at most) one

thread.” [16] The MTA-2 uses a very long instruction word (VLIW), where each instruc-

tion can include up to one memory operation and two computation operations. [16]

On every tick of the processor clock, which operates at 220 megahertz, the pro-

cessor executes a zero-overhead context switch to the next stream that is ready to execute.
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As long as there are enough streams to hide the memory latency, the processor is 100%

utilized. [4] Depending on the average memory latency, (which itself depends on the pro-

gram's memory access pattern), between 20 and 80 streams arerequired to fully saturate

an MTA-2 processor.

The MTA-2 pipeline is 21 stages deep, and each stream may haveoperations in

only one stage at a time; therefore, there is at least a 21 cycle delay between consecutive

instructions in a stream. [16] Consequently, it is essential to avoid sequential bottlenecks

in code running on the MTA-2.

The MTA-2 is a data-cacheless shared memory architecture. All memory op-

erations operate directly on main memory. Memory operations “take 5 or 6 times the

21-cycle execution speed” and therefore “each instructionincludes a `lookahead number'

(between 0 and 7) that designates how many additional instructions can be executed be-

fore the result of the memory operation is needed.” [12] In other words, each stream is

permitted to have up to 8 outstanding memory operations. [16] Therefore, each processor

may have up to 168 (8 � 21 = 168) memory operations “in �ight” to the memory system

at any given moment. The MTA-2 distributes memory and resources uniformly through-

out the system [3] rather than in “dancehall fashion” [29] with processors on one side of

the bus/network and memories on the other.

“From the point of view of the processor, each stream can provide it with
at best one operation every 21 cycles (if there is suf�cient lookahead), but at
worst, fewer than one operation every 100 cycles. Full utilization requires
the compiler to schedule enough threads that have suf�cientlookahead. If
a processor has no stream ready to issue an instruction, the no-op for that
issue slot is called a 'phantom'. Since there are 128 streams, even zero-
lookahead threads can fully utilize the processor. however, there is a moder-
ate overhead (on the order of 100s of instructions) associated with creating,
scheduling, and swapping threads, so there are advantages to using fewer,
higher-lookahead threads. These issue raise interesting questions about how
effectively the compiler will �nd the 'right' granularity of threads. There
are additional questions about how to utilize multiple processors ef�ciently,
though the difference between one-processor and multiple-processor compi-
lation is far smaller on the MTA than for traditional computers.” ( [12])
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Each MTA-2 memory location has four associated access statebits. The �rst two

are used to trap accesses and trigger user-speci�c functions (as allowable by the program-

ming language). Speci�cally, in order for an access to some given memory location to

generate a trap, the trap bit must be set (1) and the trap disable bit must be clear (0).

The actual mechanics of setting and clearing these bits are left to programming language

implementors. The third access state bit provides “invisible forwarding”. Consider a pro-

gram that reads memory location X0, which contains value X1 and has its forwarding bit

set. The MTA-2, seeing that X0's forwarding bit is set, will read the value from memory

location X1 (let's say that memory location X1 stores value X2). If X1's forwarding bit

is not set, the original read from X0 will return value X2; if X1's forwarding bit is set,

the system will contain on in the chain until it �nds a value for which the forwarding

bit is not set. “The primary use of forwarding is for on-the-�y modi�cation of address-

location bindings, for example in concurrent storage reclamation involving copying of

live structures from one space to another.” [4] The last access bit is the full/empty bit.

This full/empty bit is used, in conjunction with two bits in the access control �eld of the

instruction to synchronize memory reference behavior. Theinstruction set architecture

provides different kinds of blocking memory loads. Some loads (with access control bits

set 2 or 3) block if a memory location is set to empty (unavailable) and wait for it to be

full (available) again, whereas other loads (with access control set to 0) read it regardless.

Note: loads with access control value 2 read and leave the memory location full [avail-

able] whereas those with 3 mark it as empty [unavailable]. [4] The full/empty bit gives

the MTA-2 architectural support for the software concept ofI-structures. I-structures are

write-once data structures that make it easier for a compiler to do static program analysis

and scheduling. [6]1

The MTA-2 provides security features – protection domains and privilege levels –

1 I-structures cannot be applied to Mstack's scratch array aswritten, however, because
of the loop-carried write-after-read false dependency.
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to limit data accesses by untrusted parties. However, thesewere not relevant to the task

of porting Mstack to the MTA-2.

[12] describes early efforts to port the NAS benchmark suit [9] to a single-

processor MTA prototype system. The system clock frequencyfor the prototype is also

reported:

Table 5.1: MTA performance on the NAS CG benchmarks.
Benchmark No tuning Best effort (architecture-aware)
CG 80.9 MFlops (145 Mhz) 89.9 MFlops (145 Mhz)
FT 61.9 MFlops (245 Mhz) 66.3 MFlops (145 Mhz)
IS 35.0 MOPs (145 Mhz) 41.0 MOPs (145 Mhz)
EP 0.12 MOPs (145 Mhz) 4.32 MOPs (145 Mhz)
Multigrid 91.1 MFlops (145 mhz) 91.1 MFlops (145 Mhz)

More recent work on the MTA is described in [49], [8], [14], and [13]. Of partic-

ular note is [1], which describes attempts to port several classes of architectures (molec-

ular dynamics, �nite difference, fast multipole, and discrete event simulation methods).

The actual target machine for this work, Boomer, is the 40 processor MTA-2

systems formerly used by the Naval Research Laboratory. Boomer came with an auto-

parallelizing C compiler, and therefore much of the work centered around modifying

Mstack so as to maximize the amount of parallelism the compiler was able to extract.

5.1 The MTA-2 Compiler

The MTA-2 features an auto-parallelizing compiler for C, C++, Fortran 77, and

Fortran 90. Unlike most C compilers, which for historical reasons compile on a �le-

by-�le basis and thus must do interprocedural analysis at link time (so-called “link-time

optimization”) [58], the MTA compiler supports whole program compilation. This al-

lows interprocedural analysis to occur much earlier in the compilation process, hopefully

resulting in more informed static analysis that produces more ef�cient code.

“The programs which make the most effective use of the Cray MTA-2 are those

programs which express the parallelism of the problem in a way that allows the system
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to best exploit it. It is not necessary that all parallelism in the program be expressed

such that the system can exploit it – the goal is simply to exploit enough parallelism to

saturate the processors – but it is desirable that the parallelism be expressed at the highest

possible levels of the program. When parallelism is expressed at a high level, the overhead

associated with the creation and termination of parallel tasks is minimized.” [18]

The MTA-2 compiler allows the programmer to express parallelism either ex-

plicitly (using the “mta-create-thread” function or the “future” statement) or implicitly.

Implicit parallelism is expressed in high-level languagesusing loops. “In order for the

compiler to parallelize a loop, two conditions must be met. First, it must be possible for

the compiler to determine that the total number of iterations performed by the loop will

be known when the loop starts executing. In other words, the loop must be an inductive

loop. Second, the loop must be of a form the compiler can handle. There are three general

kinds, all discussed below: parallel loops, recurrences, and reductions.” [18] The number

of iterations of each loop in Mstack is known to the compiler at run time. Thus, Mstack

meets the �rst criteria. A parallel loop is one in which each iteration can be executed

independently of the others. In its unmodi�ed form, Mstack has several parallel loops

(speci�cally, the i, m, and k loops), thus meeting the secondcriteria. Furthermore, if the

compiler is smart enough to detect and remove the loop-carried anti-dependencies (de-

scribed in chapter 4), the j and l loops are also parallel, thus increasing the potential for

the compiler to auto-parallelize the program.

Of great importance to the prospects of parallelizing Mstack are the compiler's

parallelization �ags. The compiler's man page describes these in depth:

PARALLEL OPTIONS
There are �ve main �ags provided by the C, C++, and Fortran compilers

to control parallelism. These �ags are mutually exclusive,so you should
specify only one of the four �ags. However, if you specify more than one,
the compiler applies a built-in order of precedence and chooses the �ag with
the highest precedence. The order of precedence from highest to lowest is:
-nopar, -serial, -par1, -parfuture, and -par.
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-nopar Compile program to run as serial code; disable automatic loop
restructuring; ignore parallelization directives.

-serial Compile program to run as serial code; enable automatic loop re-
structuring; obey parallelization directives.

-par1 Compile program to run in parallel on a single processor. This
method of parallelism has very little overhead but does not allow a program
to scale beyond a single processor. With the -par1 option, recurrences and
loop restructuring are enabled unless explicitly turned off, and parallelization
directives are observed.

-parfuture Compile program to run on multiple processors using future-
based parallelism. This method has a fair amount of overhead, but allows
a program to scale to multiple processors. Future-based parallelism allows
dynamic scheduling, and is managed by a growth daemon which dynamically
allocates workers based on the current amount of work that needs to be done.

-par Compile program to run in parallel on multiple processors. This
method of parallelism has a fair amount of overhead but allows a program to
scale to more processors. With the -par option, loop recurrences and restruc-
turing are enabled unless explicitly turned off, and parallelization directives
are observed.

To reiterate, each of the above �ags controls the following attributes:

� Whether implicit parallelism (that is, parallelism automatically detected
and generated by the compiler) is enabled or disabled. Parallelism that
you specify with future statements are always enabled; these compiler
�ags have no effect on futures.

� Whether automatic loop restructuring performed by the compiler is en-
abled or disabled.

� Whether parallelization directives are ignored or observed.

The following table summarizes the effect of specifying each �ag with
regards to the above attributes. The �ags are listed in orderof precedence
from highest to lowest. The table also lists the default behavior of the Fortran
and C/C++ compilers.

IMPLICIT LOOP PARALLELIZATION
FLAG PARALLELISM RESTRUCTURING DIRECTIVES
=================================================== ==================
-nopar disabled disabled ignored
-serial disabled enabled observed
-par1 enabled (single) enabled observed
-parfuture enabled (multiple) enabled observed
-par enabled (multiple) enabled observed
DEFAULTS
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f77/f90 enabled (single) enabled observed (same as -par1)
cc/c++ disabled disabled observed

You can use the following three auxiliary �ags to modify the default be-
havior of either the compilers or the above �ags.

-restructure Allow automatic loop restructuring. Loop restructuring in-
cludes loop transformations, loop fusion, loop unrolling,loop distribution,
and loop interchange. Use this �ag to enable automatic loop restructuring
when it is disabled either by default or by a �ag listed in the above table.

-no restructure Disallow automatic loop restructuring. Use this �ag to
disable automatic loop restructuring when it is enabled either by default or
by a �ag listed in the above table.

-no recurrence Do not automatically parallelize linear recurrence rela-
tions and reductions. Use this �ag to disallow automatic parallelization of
linear recurrence relations and reductions when implicit parallelization is en-
abled either by default or by a �ag listed in the above table.

Note that in some cases, the auxiliary �ags have no effect andare ignored
by the compiler. For example, the -norecurrence �ag has no effect and is un-
necessary when implicit parallelization is disabled; this�ag only takes effect
when implicit parallelization is enabled.

Additional �ags that affect parallelization are the following:
-parcontext Directs the compiler to expect that all routines in the current

�le are to be called in a parallel context. This option causesthe compiler to
act as if an “expect parallel” directive has been placed before each function.

-parmode-- [012xfrRlLpoO]
Set driver �ags for recurrence, restructure, and parallel operation. Setting

the values with the parmode option overrides any con�ictingoptions set using
the individual �ags.

0 serial
1 par1 (single processor)
2 par (multiple processors)
x nopar
r no recurrence
R recurrence
l no restructure
L restructure
P restructure only when parallel
o “parallel on” directive defaults to par1
O “parallel on” directive defaults to par
For the C compiler, the default settings are: -parmode(0RPO.) For the

Fortran compiler, the default settings are -parmode(1RLo.)
(Quoted from the MTA-2's cc man page)
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Chapter 6

EFFORTS PORTING MSTACK TO THE MTA-2

Efforts to port Mstack to the MTA-2 focused on modifying the source code in

ways to make it easier for the MTA-2's auto-parallelizing compiler to analyze the pro-

gram and extract as much parallelism as possible. Initially, the compiler did very poorly,

failing to extract most of the loop-level parallelism inherent in the versions of Mstack

initially tested. Speci�cally, the compiler was unable to parallelize the reference imple-

mentation (described in chapter 4), resulting in fully sequential performance that is (for

reasons described in chapter 5) intolerable on this particular machine. Furthermore, the

compiler was able to parallelize only the outer loop of the vectorized versions (mstackv

and mstackvo).

The scratch array's loop-carried anti-dependency (described in chapter 4.4) pre-

vented the compiler from optimizing and parallelizing the l-loop. Recall, as mentioned

in chapter 4.3, that each version of Mstack has an optimized equivalent that reduces the

number of compare-and-swap operations by half. Because theoptimization occurs in the

bubblesort routine, the reference implementation (Mstack) and the optimized reference

implementation (Mstacko) have identical pseudocode. Thus, recalling the reference im-

plementation pseudocode given in chapter 4 (which applies equally well to the optimized

reference implementation):
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1 prompt_user(numchn, ``How many channels do you want to sor t (2-128)?'')
2 for i from 1 to 2
3 for j from 1 to 3
4 initialize(traces, j)
5 //traces is a floating point array, 1001x1001x130
6 //j determines the dataset
7 //if j = 1, all elements in traces are initialized all 1.0
8 //if j = 2, all lists in traces are initialized in ascending o rder
9 //if j = 3, all lists in traces are initialized in descending order

10 for m from 1 to 1000
11 for l from 1 to 1001-numchn
12 for k from 1 to numchn
13 scratch[k] = traces [m][l-1+k][k];
14 bubblesort(scratch, numchn)
15 //sort the first numchn elements in scratch
16 traces[m][l][129] = median(scratch, numchn)
17 //return the middle value in the first numchn elements of s cratch
18 //if numchn is even, return the average of the middle two
19 print traces[1][1][129]
20 print [1][800][129]
21 print traces[1000][1][129]

Mstacko's bubblesort routine is as follows:

22 for (k1=1; k1 <= numchn-1; k1++)
23 {
24 k2max=numchn-k1;
25 for (k2=1; k2 <= k2max; k2++)
26 {
27 if (scratch[k2] > scratch[k2+1])
28 {
29 temp = scratch[k2];
30 scratch[k2]=scratch[k2+1];
31 scratch[k2+1]=temp;
32 };
33 };
34 };

To remedy the compiler's static analysis problems we created several modi�ed

versions of Mstacko, the optimized reference version. Three of those new versions –

mstackomta1, mstackomta2, mstackomta3 – change Mstacko'sscratch array (“scratch”)

in order to make it easy for a parallelizing compiler to parallelize and/or optimize the

loops.

� In mstackomta1, scratch is a two-dimensional array (with one dimension of par-

allelism). Note that now, rather than scratch having an anti-dependency carried

by the l-loop, it has an anti-dependency carried by the m-loop. It differs from the

optimized reference implementation (Mstacko) given abovein the following ways:
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# Old line New line
13 scratch[k] = traces [m][l-1+k][k]; scratch[m][k] = trac es [m][l-1+k][k];
27 if (scratch[k2] > scratch[k2+1]) if (scratch[m][k2] > sc ratch[m][k2+1])
29 temp = scratch[k2]; temp = scratch[m][k2];
30 scratch[k2]=scratch[k2+1]; scratch[m][k2]=scratch[ m][k2+1];
31 scratch[k2+1]=temp; scratch[m][k2+1]=temp;

� In mstackomta2, scratch is a three-dimensional array (withtwo dimensions of par-

allelism). It differs from the optimized reference implementation (Mstacko) given

above in the following ways:
# Old line New line
13 scratch[k] = traces [m][l-1+k][k]; scratch[m][l][k] = t races [m][l-1+k][k];
22 for (k1=1; k1 <= numchn-1; k1++) for (k1=1; k1 <= numchn; k1 ++)
24 k2max=numchn-k1;
25 for (k2=1; k2 <= k2max; k2++) for (k2=1; k2 <= numchn-1; k2+ +)
27 if (scratch[k2] > scratch[k2+1]) if (scratch[m][l][k2] > scratch[m][l][k2+1])
29 temp = scratch[k2]; temp = scratch[m][l][k2];
30 scratch[k2]=scratch[k2+1]; scratch[m][l][k2]=scrat ch[m][l][k2+1];
31 scratch[k2+1]=temp; scratch[m][l][k2+1]=temp;

� In mstackomta3, scratch is eliminated entirely and the program operates directly on

the trace data. Note that now, rather than scratch having an anti-dependency carried

by the l-loop, it has an anti-dependency carried by the j-loop. It differs from the

optimized reference implementation (Mstacko) given abovein the following ways:
# Old line New line
12 for k from 1 to numchn
13 scratch[k] = traces [m][l-1+k][k];
27 if (scratch[k2] > scratch[k2+1]) if (traces[m][l-1+k1] [k2] > traces[m][l-1+k1][k2+1])
29 temp = scratch[k2]; temp = traces[m][l-1+k1][k2];
30 scratch[k2]=scratch[k2+1]; traces[m][l-1+k2][k2] = t races[m][l-1+k2][k2+1];
31 scratch[k2+1]=temp; traces[m][l-1+k2][k2]=temp;

� In Mstackomta5, we attempted to speed up the bubblesort using recurrence

� In Mstackpomta, we replaced the bubblesort with an odd-eventransposition sort

which is, in effect, a parallelized bubblesort. This increases the amount of available

parallelism by a factor ofnumchn
2 to 64,000 for 128 channels.

� We also tested Mstackomta3 with the compiler “parfuture” �ag turned on (reported

as Mstackomta3-future) but this �ag had little to no effect.All other versions were

compiled using the -par �ag.1

1 For further discussion, see chapter 5.1.
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6.1 Source Code and Canal Analysis

The MTA-2 has a tool known called Canal. Canal (short for “compiler analysis”)

takes a source and an object �le, and displays information about how the MTA-2 compiler

auto-parallelized it. We can use Canal see how the MTA compiler dealt with the the code

using a tool called Canal.

Canal annotates each nested command within one or more loopswith characters

indicating what action the compiler took in dealing with it.

Code Compiler action
P The compiler parallelized the loop automatically.
- The compiler could not parallelize the loop
S The marked statement prevented the compiler from parallel izing the loop.

6.1.1 Canal analysis of Mstackomta1 source code

In mstackomta1, Scratch (the scratch array) has been split into two dimensions.

Canal's (abridged) analysis of its source code is as follows:

01 | / * Collect the values to be stacked * /
02 |
03 | for (k=1; k <= numchn ; k++)
04 | {
05 19 SSPS- | scratch[m][k] = traces [m][l-1+k][k];
06 | };
07 |
08 | / * Perform a bubble sort * /
09 |
10 | for (k1=1; k1 <= numchn-1; k1++)
11 | {
12 | k2max=numchn-k1;
13 | for (k2=1; k2 <= k2max; k2++)
14 | {
15 21 --P--- | if (scratch[m][k2] > scratch[m][k2+1])
16 | {
17 21 --P--- | temp = scratch[m][k2];
18 21 SSPSSS | scratch[m][k2]=scratch[m][k2+1];
19 21 SSPSSS | scratch[m][k2+1]=temp;
20 | };
21 | };
22 | };

Canal indicates that the inner portion of the bubblesort (lines 15-20) was nested

inside 6 loops. Those were, in order: i, j, m, l, k1, and k2. Theannotation for that line is

“ --P--- ”. This indicates that the compiler was able to parallelize only the third of the

six loops (the m loop).
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In summary, in the Mstackomta1 version, the MTA-2 compiler was able to paral-

lelize only the M-loop despite efforts to get it to parallelize the l-loop as well.

6.1.2 Canal analysis of Mstackomta2 source code

In mstackomta2, Scratch (the scratch array) has been split into three dimensions.

Canal's (abridged) analysis of its source code is as follows:

01 | / * Collect the values to be stacked * /
02 |
03 | for (k=1; k <= numchn ; k++)
04 | {
05 20 SSPPP | scratch[m][l][k] = traces [m][l-1+k][k];
06 | };
07 |
08 | / * Perform a bubble sort * /
09 |
10 | for (k1=1; k1 <= numchn; k1++)
11 | {
12 | for (k2=1; k2 <= numchn-1; k2++)
13 | {
14 25 --PP-- | if (scratch[m][l][k2] > scratch[m][l][k2+1])
15 | {
16 25 --PP-- | temp = scratch[m][l][k2];
17 25 SSPPSS | scratch[m][l][k2]=scratch[m][l][k2+1];
18 25 SSPPSS | scratch[m][l][k2+1]=temp;
19 | };
20 | };
21 | };

As with Mstackomta1, Canal indicates that the inner portionof the bubblesort

(lines 14-19) was nested inside 6 loops. Those were, in order: i, j, m, l, k1, and k2.

The annotation for that line is “--PP-- ”. This indicates that the compiler was able to

parallelize both the third (m) and fourth (l) loops.

In summary, in the Mstackomta2 version, the MTA-2 compiler was able to paral-

lelize both the M-loop and the L-loop.

6.1.3 Canal analysis of Mstackomta3 source code

In mstackomta3, Scratch (the scratch array) has been eliminated. Canal's (abridged)

analysis of its source code is as follows:

01 | / * Perform a bubble sort * /
02 |
03 | for (k1=1; k1 <= numchn-1; k1++)
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04 | {
05 | k2max=numchn-k1;
06 | for (k2=1; k2 <= k2max; k2++)
07 | {
08 20 --P--- | if (traces[m][l-1+k1][k2] > traces[m][l-1+k 1][k2+1])
09 | {
10 |
11 20 --P--- | temp = traces[m][l-1+k1][k2];
12 | traces[m][l-1+k2][k2] = traces[m][l-1+k2][k2+1];
13 20 SSPSSS | traces[m][l-1+k2][k2]=temp;
14 | };
15 | };
16 | };

As with Mstackomta1 and Mstackomta2, Canal indicates that the inner portion of

the bubblesort (lines 8-14) was nested inside 6 loops. Thosewere, in order: i, j, m, l, k1,

and k2. The annotation for that line is “--P--- ”. This indicates that the compiler was

able to parallelize only the third of the six loops (the m loop).

In summary, in the Mstackomta3 version, the MTA-2 compiler was able to paral-

lelize only the M-loop, despite efforts to allow it to parallelize the L-loop.

6.1.4 Canal analysis of Mstackpomta source code

In mstackpomta replaced the bubblesort with an odd-even transposition sort (a

parallel bubblesort). Canal's (abridged) analysis of its source code is as follows:

01 | / * Collect the values to be stacked * /
02 |
03 | for (k=1; k <= numchn ; k++)
04 | {
05 19 SSPS- | scratch[m][k] = traces [m][l-1+k][k];
06 | };
07 |
08 | / * Perform an odd-even transposition sort * /
09 |
10 | numiter = (numchn + 1)/2;
11 | for (k1=1; k1 <= numiter; k1++)
12 | {
13 | for (k2=1; k2 <= numchn-1; k2=k2 + 2)
14 | {
15 21 --P--- | temp1 = scratch[m][k2];
16 21 --P--- | temp2 = scratch[m][k2+1];
17 21 --P--- | if (temp1 > temp2)
18 | {
19 | temp3 = temp2;
20 21 --P--- | temp4 = temp1;
21 | }
22 | else
23 | {
24 | temp3 = temp1;
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25 | temp4 = temp2;
26 | };
27 21 SSPSS- | scratch[m][k2]=temp3;
28 21 SSPSS- | scratch[m][k2+1]=temp4;
29 | };
30 | for (k2=2; k2 <= numchn-1; k2=k2 + 2)
31 | {
32 22 --P--- | temp1 = scratch[m][k2];
33 22 --P--- | temp2 = scratch[m][k2+1];
34 22 --P--- | if (temp1 > temp2)
35 | {
36 | temp3 = temp2;
37 22 --P--- | temp4 = temp1;
38 | }
39 | else
40 | {
41 | temp3 = temp1;
42 | temp4 = temp2;
43 | };
44 22 SSPSS- | scratch[m][k2]=temp3;
45 22 SSPSS- | scratch[m][k2+1]=temp4;
46 | };
47 | };

The sorting is split into two phases (indicated by two loops,lines 14-29, and 32-

45). As with Mstackomta1, Mstackomta2, and Mstackomta3, Canal indicates that the

inner portions of the bubblesort in both phases were nested inside 6 loops. Those were,

in order: i, j, m, l, k1, and k2. The annotation for that line is“ --P--- ”. This indicates

that the compiler was able to parallelize only the third of the six loops (the m loop).

6.1.5 Canal analysis of Mstackomta5 source code

Mstackomta5 was an attempt to speed up the benchmark using recurrence. Canal's

(abridged) analysis of its source code is as follows:

01 | / * Collect the values to be stacked * /
02 | for (k=1; k <= numchn ; k++)
03 | {
04 19 SSPS- | scratch[m][k] = traces [m][l-1+k][k];
05 | };
06 |
07 | / * Perform a bubble sort * /
08 | for (k1=1; k1 <= numchn-1; k1++)
09 | {
10 | k2max=numchn-k1;
11 20 --P-- | temp1 = scratch[m][1];
12 | for (k2=1; k2 <= k2max; k2++)
13 | {
14 21 --P--- | temp2 = scratch[m][k2+1];
15 21 --P--- | if (temp1 > temp2)
16 | {
17 21 SSPSSS | scratch[m][k2]=temp2;
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18 21 SSPSSS | scratch[m][k2+1]=temp1;
19 21 --P--- | temp2 = temp1;
20 | };
21 21 --P--S | temp1 = temp2;
22 | };
23 |
24 | };

As with Mstackomta1, Mstackomta2, Mstackomta3, and Mstackpomta, Canal in-

dicates that the inner portion of the bubblesort (lines 15-21) was nested inside 6 loops.

Those were, in order: i, j, m, l, k1, and k2. The annotation forthat line is “--P--- ”.

This indicates that the compiler was able to parallelize only the third of the six loops (the

m loop).
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Chapter 7

RESULTS AND ANALYSIS

7.1 Results Overview

The ability of the MTA-2's autoparallelizing compiler to extract parallelism from

the Mstack benchmark was the single critical factor in achieving good performance on the

MTA-2. Initially, the compiler was unable to parallelize some versions of the code (the

reference implementation), and the ones it did parallelize(Mstackv, Mstackvo) had poor

performance. Additional experimentation – modifying the benchmark's code in small

ways to assist the compiler – allowed the compiler to extractsigni�cantly more paral-

lelism and substantially increase performance. We did notice that given some version of

the benchmark, it was dif�cult to predict performance – for some we expected good per-

formance that did not occur (Mstackomta5) and for others we were surprised at how well

the benchmark ran (Mstackpomta).

As the number of processors increased, we noticed diminishing returns for most

versions of Mstack, and some versions experienced parallelslowdown above 35 proces-

sors. The one exception to this trend was Mstackomta2, whichowing to the fact that it

was parallelized by the MTA compiler across two loops instead of one, had near-linear

speedup for nearly all numbers of processors on the target system. Mstackpomta had

the best overall performance. Mstackomta1 and Mstackomta3had near-identical perfor-

mance – the difference between the two is the amount of time the former spent copying

data from the traces array into the scratch pad. Also of note was the fact that as the

number of processors increased, the total system overhead also increased by a small but

measurable amount.
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7.2 Raw Mstack MTA-2 multi-processor runtime data

Figure 7.1: Runtime (in seconds) for different Mstack versions on MTA-2as a function
of the number of processors, 128 channel case

Table 7.1: Table of Mstack.c runtimes (in seconds)

Processors 1 5 10 15 20 25 30 35 40

5 channels 1673.9 1675.9 1677.36

50 channels 27884.0 26512.2

75 channels 57483.1 55996.3

128 channels 151551.7 152697.4

Table 7.2: Table of Mstackv.c runtimes (in seconds)

Processors 1 5 10 15 20 25 30 35 40

5 channels 19.5 16.2 15.8 16.0 15.9 16.5 16.7 17.7 18.9

50 channels 598.1 147.5 82.9 78.4 51.7 46.5 46.1 46.7 52.7

75 channels 1294.8 309.3 164.2 154.8 91.9 85.3 83.7 84.4 85.6

128 channels 3586.3 732.8 443.1 284.8 226.7 217.1 213.2 212.7 212.9
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Table 7.3: Table of Mstackvo.c runtimes (in seconds)

Processors 1 5 10 15 20 25 30 35 40

2 channels 13.6 14.8 15.1 15.2 15.8 16.1 17.0 17.5 17.9

5 channels 23.8 15.5 15.2 15.6 15.6 16.2 17.0 17.3 18.2

50 channels 328.0 86.1 50.7 48.6 34.4 33.3 33.0 33.7 34.1

75 channels 694.5 173.3 94.7 90.3 57.7 53.7 53.7 53.7 53.8

128 channels 1865.6 395.2 244.4 157.8 137.2 127.4 125.8 125.2 125.9

Table 7.4: Table of Mstackomta1.c runtimes (in seconds)

Processors 1 5 10 15 20 25 30 35 40

5 channels 16.5 11.3 11.8 11.7 11.7 11.2 11.7 11.6 12.0

50 channels 344.0 79.6 50.6 42.8 28.8 26.7 27.5 27.1 26.8

75 channels 1240.5 159.5 87.2 80.2 52.4 45.6 44.8 44.4 44.5

128 channels 1854.6 427.0 233.2 200.1 118.4 105.0 103.8 100.6 137.5

Table 7.5: Table of Mstackomta2.c runtimes (in seconds)

Processors 1 5 10 15 20 25 30 35 40

5 channels 15.6 11.1 12.2 13.9 11.6 12.2 11.5 11.4 12.2

50 channels 575.8 123.7 73.9 53.5 40.1 34.2 30.5 29.1 26.2

75 channels 1262.9 261.7 262.2 109.5 74.6 61.5 53.6 49.8 44.8

128 channels 3447.3 691.2 371.0 248.5 186.5 148.0 126.2 118.8 101.3

53



Table 7.6: Table of Mstackomta3.c runtimes (in seconds)

Processors 1 5 10 15 20 25 30 35 40

5 channels 13.1 11.5 11.0 11.4 11.7 11.9 11.9 12.3 12.2

50 channels 282.7 71.8 41.6 39.9 27.4 26.6 26.0 26.0 26.3

75 channels 604.0 145.3 79.0 75.0 48.1 44.7 44.0 43.4 43.8

128 channels 1636.8 378.3 197.9 186.2 109.5 101.9 99.1 98.2 98.3

Table 7.7: Table of Mstackomta3.c-future runtimes (in seconds)

Processors 1 5 10 15 20 25 30 35 40

5 channels 13.8 11.3 11.4 11.3 11.9 11.6 12.9 12.8 12.0

50 channels 268.7 65.1 42.1 31.2 29.0 28.4 29.0 29.7 28.2

75 channels 571.2 127.5 73.3 56.0 50.9 50.1 54.9 48.6 47.9

128 channels 1538.3 325.8 176.9 132.5 119.2 115.6 116.3 114.6 108.6

Table 7.8: Table of Mstackpomta runtimes (in seconds)

Processors 1 5 10 15 20 25 30 35 40

5 channels 15.91 11.31 11.63 11.10 10.95 11.21 12.32 11.64 12.46

50 channels 188.08 47.19 29.45 27.01 20.69 19.54 19.45 18.80 20.72

75 channels 366.62 85.81 50.97 44.20 32.91 29.08 27.38 26.24 31.35

128 channels 924.12 203.08 110.50 93.93 66.00 58.28 52.45 47.22 54.83

7.3 Most scalable: Mstackomta2

After initial problems with the MTA-compiler's inability to parallelize the refer-

ence version, we tested several versions that changed how scratch was accessed. Specif-

ically, in mstackomta1, scratch was a two dimensional array, in mstackomta3, scratch

was a three dimensional array, and in mstackomta3, scratch was eliminated entirely and

sorting occurred directly in the traces array.
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(a) 50 channel case

(b) 128 channel case

Figure 7.2: Speedup relative to the single processor case for various versions of Mstack
as a function of the number of processors

As described in chapter 6.1.2, Mstackomta2 was the only version of Mstack to be

parallelized across two loops. While other versions have onthe order of a thousand units

of parallelism, Mstackomta2 has on the order of a million. Bearing in mind that a single

MTA-2 processor can have up to 168 memory operations in �ightto the memory at once

(see chapter 5), with 40 processors the whole system can have6720 operations in �ight

at once. 1000 units of parallelism is not suf�cient to keep all this hardware busy.

Consequently, Mstackomta2 scales far better than any otherversion of the code

tested, as shown in �gure 7.2. It was the only version that didnot saturate at any point.

However, as shown in �gure 7.3, its absolute performance waspoor, especially

for small numbers of processors. It did not become competitive with other versions until

nearly all processors on the target machine were allocated.Had more processors been
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available, it is conceivable that Mstackomta2 would have performed best.

7.4 Best absolute performance on the MTA-2: Mstackpomta

Figure 7.3: Runtime (in seconds) on the MTA-2 for several Mstack versions, 128 channel
case, for varying numbers of processors.

Mstackpomta, the Mstack version that utilized an odd-even transposition sort (a

parallelized bubblesort) performed substantially better– by a factor of 2 – than any other

Mstack version tested. See �gure 7.3 for its comparison withother MTA-speci�c ver-

sions.

As with all other versions except Mstackomta2, Mstackpomtaexperienced satu-

ration after some number of allocated processors. Mstackpomta was mostly saturated

around 20 processors, fully saturated around 35 processors, and experienced parallel

slowdown at 40 processors. (Note: subsequent tests showed that the 40 processor per-

formance was roughly the same as the 35 processor performance, suggesting that that

testing result may have been anomalous).

7.5 Time spent copying data into scratch

It is interesting to note that, as shown in �gure 7.3, Mstackomta1 (which has a two

dimensional scratch array) and Mstackomta3 (which operates directly on the trace data)
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have nearly identical performance to each other for all numbers of processors, although

Mstackomta3 slightly outperformed Mstackomta1 in all cases.

Bearing in mind that both of them perform the same sort, and further bearing

in mind from chapter 6.1 that the MTA-2 compiler parallelized both of them in the same

way, there can only be one reason for this differential – it represents the time Mstackomta1

spends copying data from the traces array into the scratch array. For the single-processor

128 channel case, this represents 13.3% of the total runtime(1854:6� 1636:8
1636:8 = 0:133).

7.6 Overhead from MTA-2 processor allocation

Another measurement taken was the amount of time between execution of the

benchmark and the user being prompted to enter the number of channels. There is essen-

tially no work prior to the prompt, therefore the time-to-prompt is a good measure of the

overhead from processor allocation. Figure 7.4 shows a nearlinear relationship between

the the number of allocated processors and the overhead. Applying a linear regression to

these measurements yields an overhead of 0.0422 seconds perprocessor – each processor

allocated adds 0.0422 seconds before the program can be executed.

Figure 7.4: Time to prompt for Mstackvo and Mstackomta2, as a function ofthe number
of processors.
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7.7 MTA-2 stream growth and utilization

The MTA-2 has a feature where the user (by means of setting an environmental

variable) can limit the maximum number of streams per MTA-2 processor.1 For few

streams, the processor spends most of its time issuing no-ops. As the stream limit is

raised, the processor issues fewer and fewer no-ops, (“phantoms” according to [16]) until

it issues virtually none. At that point, the processor is saturated (100% utilized) and will

not bene�t from additional streams. Thus, the graph of this curve should be asymptotic.

The tests were run on Mstackpomta, the fastest Mstack variant on the MTA-2

according to the multi-processor tests. (Multi-processordata is in chapter 7.2.) The

program was half saturated at 19 streams, and more-or-less fully saturated at 40 streams.

This value is consistent with the 20-to-80 range of streams described in MTA-2 literature

required to saturate a processor.

1 The minimum value this limit can be set for is 5
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Table 7.9: Table of Mstackpomta runtimes as a function of stream limit

Stream Limit Runtime (seconds)

5 10747.37

6 8179.66

7 6354.09

8 5115.88

9 4415.45

16 2262.84

19 1828.26

22 1650.54

24 1455.98

26 1341.65

28 1241.56

30 1153.49

32 1089.50

35 1051.23

40 946.47

43 946.03

45 937.06

55 928.40

64 924.45

128 936.53
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Figure 7.5: Graph of Mstackpomta runtimes (in seconds) as a function of stream limit
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Chapter 8

CONCLUSIONS

The experience porting Mstack to the MTA-2 has clearly shownthat the dominant

factor in achieving good performance is the ability of the MTA-2's parallelizing compiler

to extract parallelism from a given program. To this end, algorithms targeted for that

architecture must be constructed in such a way as to aid the compiler's analysis.

The programmability of the MTA-2 was very high. Relatively little effort was

required to port the code. Some effort was required to diagnose and remedy the issues

preventing the compiler from extracting available parallelism, but these are fairly small

compared to other parallel architectures.

The key factor in performance scalability is the compiler'sability to �nd loops

that are parallelizable. Though Mstackomta2 shows that this does not guarantee good

absolute performance, it should guarantee performance scalability. However, one impor-

tant consideration to weight against scalability is the general expense of the architecture

– particularly the price of scaling it to HPC sizes. According to [21], one MTA-2 proces-

sor costs approximately $100,000. Therefore, while the architecture and performance of

programs running on it may be scalable in principle, price may be the limiting factor.

From an architectural point of view, an easy way to substantially increase perfor-

mance would be via frequency scaling. The system's 220 Mhz clock is very slow by

modern standards (although for the time it was designed, this was very fast). From a pro-

grammer's point of view, the best way to increase performance would be to parallelize a

program into many small threads, each of which is fast-running.
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The MTA-2 would bene�t from a compiler with better static analysis capabili-

ties. It failed in numerous cases to detect the parallelism available – even in cases that

has been speci�cally written to aid static analysis and parallelization by removing anti-

dependencies.

For maximum system utilization, the goal should be to run each program at its

saturation point – the point at which all resources are used maximally ef�ciently. Based

on the fact that most Mstack versions were parallelized across only the 1000 iterations

of the m-loop(described in section 6.1), and further based on the fact that Mstack fully

utilizes the MTA-2 processor with 40 streams1), it is possible predict the point at which

the multiprocessor versions saturate the architecture:

1000parallel iterations
40 streams

processor

= 25 processors (8.1)

Figure 7.3 – excluding Mstackomta2 was parallelized over two loops – con�rms

this prediction. The various versions all tend to saturate at 25 processors.2

The overhead from processor allocation was, on the whole, very small. Increasing

from 1 to 40 processors increased the overhead by only about 2seconds. Compared to

the runtimes of jobs that require 40 processors, this is essentially negligible.

1 This assumes that the Mstackpomta stream curve described inchapter 7.7 is repre-
sentative of all versions

2 This simultaneously validates the assumption that the Mstackpomta streams curve in
chapter 7.7 is representative of all Mstack versions
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Chapter 9

CONTRIBUTIONS AND RELATED WORK

The Mstack benchmark was created by Daniel Pressel, employee of the United

States Army Research Laboratory, based on his previous experience processing data in

the oil industry. Its conception and initial work-in-progress discussion were published in

[45]. Further publications based on this work are forthcoming.

Implementation on the Cray MTA-2 was done by myself. This work was used

as the basis for the creation of several of the auto-parallelizable versions of the Mstack

benchmark (Mstackomta1, Mstackomta2, Mstackomta3). These were created by myself,

based on Daniel Pressel's suggestions and advice. All other(non-platform speci�c) ver-

sions of Mstack were written by Daniel Pressel.

The benchmark has been ported, or is in the process of being ported, to a number of

platforms/target architectures: A Cyclops64 implementation of the benchmark by Ioannis

Venetis (University of Delaware Computer Architecture andParallel Systems Labora-

tory); an Impulse-C implementation by Thomas St. John (University of Delaware Com-

puter Architecture and Parallel Systems Laboratory); a Cell Broadband Implementation

by Joseph Manzano (University of Delaware Computer Architecture and Parallel Systems

Laboratory); a DIME-C implementation by Song Park (United States Army Research

Laboratory); a CUDA implementation by Daniel Pressel; a BrookGPU implementation

by Ryan Taylor (PhD student at the University of Delaware under Xiaoming Li). and a

Mitrion-C implementation by Song Park and myself. Testing on baseline systems was

done by Daniel Pressel.
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Chapter 10

APPENDIX

This chapter contains source code for the versions of the Mstack benchmark used

in this thesis. The source code for these versions as well as others, can be downloaded

from [44].

10.1 Mstack.c
/ *************************************************** *********************** /
/ * * /
/ * A simulated program for performing a Median Stack on Drag Sei smic Data. * /
/ * * /
/ * This program will assume that there are a large number of data traces, * /
/ * with a constant number (M) channels per data trace. While M ca n be any * /
/ * positive integer, in general it is expected that 10 <= M <= 128 , and * /
/ * that the number of data traces and the number of measurements per trace * /
/ * are both >> M. For simplicity, the first M-1, and last M-1 * /
/ * measurements per trace will be thrown away since less than M v alues * /
/ * exist to be stacked at those points. * /
/ * * /
/ * The median stack inherently involves performing a large num ber of sorts * /
/ * on an almost infinite number of relatively small data sets (t he set * /
/ * size here will be N). Therefore it does not make sense to use a * /
/ * sophisticated sorting algorithm. Instead, we will keep it s imple by * /
/ * using a buble sort. However, we will use OpenMP to allow multi ple * /
/ * sorts to be performed at once. * /
/ * * /
/ * Ordinarily the data would be read in from a file containing pa rtially * /
/ * processed data from the field. For our purposes, the program will * /
/ * populate a large two dimensional matrix (32 bit values since * /
/ * measurements have limited precision, and drag data is espec ially * /
/ * noisey) with dummy values). In order to minimize extraneous effects, * /
/ * three different dummy data sets will be created, and the prog ram will * /
/ * cycle through the three sets twice. The sets are: * /
/ * * /
/ * 1) All values will be 1.0 * /
/ * * /
/ * 2) The values within a single channel will be the channel * /
/ * number (1 to M, where 2 <= M <= 128). * /
/ * * /
/ * 3) The values within a single channel will be * /
/ * float(M - channel number). * /
/ * * /
/ * For simplicity, we will always use 1000 for the number of meas urements * /
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/ * per trace, and 1000 data traces. These values were chosen so t hat they * /
/ * will comfortably fit in 1 GB of memory, with room left over. * /
/ * * /
/ * NOTE: This program does not use dynamic memory allocation. T herefore * /
/ * it is possible that if the number of channels is significantl y less * /
/ * than 128 that one could increase the number of data traces. * /
/ * * /
/ * A small number of values will be output for each data set in an e ffort * /
/ * to prevent an optimizing compiler from optimizing away all o f the work. * /
/ * * /
/ * Written by Daniel M. Pressel at ARL in July of 2007. * /
/ * * /
/ * Purpose is to provide a simple reference benchmark for testi ng out * /
/ * the ability of attached processors (e.g., FPGAs, GPGPUs, th e SPEs in * /
/ * the Cell processor, or Clear Speed) to accelerate floating p oint * /
/ * applications. This application was chosen for it's simplic ity. While * /
/ * it may have little relevance to the military, it comes from th e * /
/ * problem domain of seismic prospecting for oil, which has alw ays been an * /
/ * HP/ * application. * /
/ * * /
/ *************************************************** *********************** /

#include <stdio.h>
main (argc,argv)
int argc;
char ** argv;
{

static float traces[1001][1001][130];
float scratch[129], temp;
int numchn, k1, k2, k, i, j, l, m;
int valid_value;

valid_value = 0;
while ( ! valid_value)

{
printf (``How many channels (2-128)? ``);
scanf (``%d'',&numchn);
if (numchn < 2 || numchn > 128)

printf (``Invalid Response, please try again\n'');
else

valid_value = 1;
};

for (i=1; i <= 2; i++)
{

printf (``%d pass\n'',i);
for (j=1; j<= 3; j++)

{
printf (``Processing the %d th data set.\n'', j);

/ * Initialize the array traces. * /

switch (j) {
case 1:

{
#pragma omp parallel for private(m, l, k)

shared (traces) schedule (static)
for (m=1; m <= 1000; m++)

{
for (l=1; l <= 1000; l++)
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{
for (k=1; k <= numchn; k++)

{
traces[m][l][k] = 1.0;

};
};

};
};
break;

case 2:
{

#pragma omp parallel for private(m, l, k) shared (traces) sc hedule (static)
for (m=1; m <= 1000; m++)

{
for (l=1; l <= 1000; l++)

{
for (k=1; k <= numchn; k++)

{
traces[m][l][k] = k;

};
};

};
};
break;

default:
{

#pragma omp parallel for private(m, l, k) shared (traces) sc hedule (static)
for (m=1; m <= 1000; m++)

{
for (l=1; l <= 1000; l++)

{
for (k=1; k <= numchn; k++)

{
traces[m][l][k] = numchn + 1 - k;

};
};

};
};

};

/ * Calculate the medians * /

#pragma omp parallel for private(m, l, k, k1, k2, scratch, te mp)
shared(traces) schedule(static)

for (m=1; m <= 1000 ; m++)
{

for (l=1 ; l <= 1001-numchn; l++)
{

/ * Collect the values to be stacked * /

for (k=1; k <= numchn ; k++)
{

scratch[k] = traces [m][l-1+k][k];
};

/ * Perform a bubble sort * /

for (k1=1; k1 <= numchn; k1++)
{

for (k2=1; k2 <= numchn-1; k2++)
{

66



if (scratch[k2] > scratch[k2+1])
{

temp = scratch[k2];
scratch[k2]=scratch[k2+1];
scratch[k2+1]=temp;

};
};

};

/ * Find the median value and store it back into the 129th channel in traces * /

k1 = (numchn +1)/2;
k2 = numchn - ((numchn - 1)/2);
traces [m][l][129] = 0.5 * (scratch[k1] + scratch[k2]);

};
};

printf (``traces[1][1][129] %f\n'', traces[1][1][129]) ;
printf (``traces[1][800][129] %f\n'', traces[1][800][1 29]);
printf (``traces[1000][1][129] %f\n'', traces[1000][1] [129]);

};
};

printf (``Hello World\n'');
};
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10.2 Mstackvo.c
/ *************************************************** *********************** /
/ * * /
/ * A simulated program for performing a Median Stack on Drag Sei smic Data. * /
/ * * /
/ * This program will assume that there are a large number of data traces, * /
/ * with a constant number (M) channels per data trace. While M ca n be any * /
/ * positive integer, in general it is expected that 10 <= M <= 128 , and * /
/ * that the number of data traces and the number of measurements per trace * /
/ * are both >> M. For simplicity, the first M-1, and last M-1 * /
/ * measurements per trace will be thrown away since less than M v alues * /
/ * exist to be stacked at those points. * /
/ * * /
/ * The median stack inherently involves performing a large num ber of sorts * /
/ * on an almost infinite number of relatively small data sets (t he set * /
/ * size here will be N). Therefore it does not make sense to use a * /
/ * sophisticated sorting algorithm. Instead, we will keep it s imple by * /
/ * using a buble sort. However, we will use OpenMP to allow multi ple * /
/ * sorts to be performed at once. * /
/ * * /
/ * Ordinarily the data would be read in from a file containing pa rtially * /
/ * processed data from the field. For our purposes, the program will * /
/ * populate a large two dimensional matrix (32 bit values since * /
/ * measurements have limited precision, and drag data is espec ially * /
/ * noisey) with dummy values). In order to minimize extraneous effects, * /
/ * three different dummy data sets will be created, and the prog ram will * /
/ * cycle through the three sets twice. The sets are: * /
/ * * /
/ * 1) All values will be 1.0 * /
/ * * /
/ * 2) The values within a single channel will be the channel * /
/ * number (1 to M, where 2 <= M <= 128). * /
/ * * /
/ * 3) The values within a single channel will be * /
/ * float(M - channel number). * /
/ * * /
/ * For simplicity, we will always use 1000 for the number of meas urements * /
/ * per trace, and 1000 data traces. These values were chosen so t hat they * /
/ * will comfortably fit in 1 GB of memory, with room left over. * /
/ * * /
/ * NOTE: This program does not use dynamic memory allocation. T herefore * /
/ * it is possible that if the number of channels is significantl y less * /
/ * than 128 that one could increase the number of data traces. * /
/ * * /
/ * A small number of values will be output for each data set in an e ffort * /
/ * to prevent an optimizing compiler from optimizing away all o f the work. * /
/ * * /
/ * Written by Daniel M. Pressel at ARL in July of 2007. * /
/ * * /
/ * Purpose is to provide a simple reference benchmark for testi ng out * /
/ * the ability of attached processors (e.g., FPGAs, GPGPUs, th e SPEs in * /
/ * the Cell processor, or Clear Speed) to accelerate floating p oint * /
/ * applications. This application was chosen for it's simplic ity. While * /
/ * it may have little relevance to the military, it comes from th e * /
/ * problem domain of seismic prospecting for oil, which has alw ays been an * /
/ * HP/ * application. * /
/ * * /
/ *************************************************** *********************** /

#include <stdio.h>
main (argc,argv)
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int argc;
char ** argv;
{

static float traces[1001][1001][130];
float scratch[129], temp1, temp2, temp3, temp4;
float traces2[130][1001];
int numchn, k1, k2, k, i, j, l, l2, lmax, m;
int valid_value;

valid_value = 0;
while ( ! valid_value)

{
printf (``How many channels (2-128)? ``);
scanf (``%d'',&numchn);
if (numchn < 2 || numchn > 128)

printf (``Invalid Response, please try again\n'');
else

valid_value = 1;
};

for (i=1; i <= 2; i++)
{

printf (``%d pass\n'',i);
for (j=1; j<= 3; j++)

{
printf (``Processing the %d th data set.\n'', j);

/ * Initialize the array traces. * /

switch (j) {
case 1:

{
#pragma omp parallel for private(m, l, k) shared (traces) sc hedule (static)

for (m=1; m <= 1000; m++)
{

for (l=1; l <= 1000; l++)
{

for (k=1; k <= numchn; k++)
{

traces[m][l][k] = 1.0;
};

};
};

};
break;

case 2:
{

#pragma omp parallel for private(m, l, k) shared (traces) sc hedule (static)
for (m=1; m <= 1000; m++)

{
for (l=1; l <= 1000; l++)

{
for (k=1; k <= numchn; k++)

{
traces[m][l][k] = k;

};
};

};
};
break;

default:
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{
#pragma omp parallel for private(m, l, k) shared (traces) sc hedule (static)

for (m=1; m <= 1000; m++)
{

for (l=1; l <= 1000; l++)
{

for (k=1; k <= numchn; k++)
{

traces[m][l][k] = numchn + 1 - k;
};

};
};

};
};

/ * Calculate the medians * /

#pragma omp parallel for private(m, l, l2, lmax, k, k1, k2, sc ratch, temp1, temp2,
temp3, temp4, traces2) shared(traces) schedule(static)

for (m=1; m <= 1000 ; m++)
{

/ * for (l=1 ; l <= 1001-numchn; l++) * /
{

/ * Collect the values to be stacked * /

for (l=1; l <= 1000; l=l+100)
{

lmax = l + 99;
lmax = lmax < 1001 - numchn ? lmax : 1001 - numchn;
for (k=1; k <= numchn ; k++)

for (l2=l; l2 <= lmax ; l2++)
traces2[k][l2] = traces[m][l2 - 1 + k][k];

};
/ * for (k=1; k <= numchn ; k++) * /
/ * { * /
/ * scratch[k] = traces [m][l-1+k][k]; * /
/ * }; * /

/ * Perform a bubble sort * /

for (k1=1; k1 <= numchn-1; k1++)
{

for (k2=1; k2 <= numchn-k1; k2++)
for (l=1; l <= 1001 - numchn; l++)

{
temp1 = traces2[k2][l];
temp2 = traces2[k2+1][l];
if (temp1 > temp2)

{
traces2[k2][l] = temp2;
traces2[k2+1][l] = temp1;

};
};

};

/ * Find the median value and store it back into the 129th channel in traces * /

k1 = (numchn +1)/2;
k2 = numchn - ((numchn - 1)/2);
for (l=1; l <= 1001 - numchn; l++)
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traces [m][l][129] = 0.5 * (traces2[k1][l] +
traces2[k2][l]);

};
};

printf (``traces[1][1][129] %f\n'', traces[1][1][129]) ;
printf (``traces[1][800][129] %f\n'', traces[1][800][1 29]);
printf (``traces[1000][1][129] %f\n'', traces[1000][1] [129]);

};
};

printf (``Hello World\n'');
};
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10.3 Mstackomta1.c
/ *************************************************** *********************** /
/ * * /
/ * A simulated program for performing a Median Stack on Drag Sei smic Data. * /
/ * * /
/ * This program will assume that there are a large number of data traces, * /
/ * with a constant number (M) channels per data trace. While M ca n be any * /
/ * positive integer, in general it is expected that 10 <= M <= 128 , and * /
/ * that the number of data traces and the number of measurements per trace * /
/ * are both >> M. For simplicity, the first M-1, and last M-1 * /
/ * measurements per trace will be thrown away since less than M v alues * /
/ * exist to be stacked at those points. * /
/ * * /
/ * The median stack inherently involves performing a large num ber of sorts * /
/ * on an almost infinite number of relatively small data sets (t he set * /
/ * size here will be N). Therefore it does not make sense to use a * /
/ * sophisticated sorting algorithm. Instead, we will keep it s imple by * /
/ * using a buble sort. However, we will use OpenMP to allow multi ple * /
/ * sorts to be performed at once. * /
/ * * /
/ * Ordinarily the data would be read in from a file containing pa rtially * /
/ * processed data from the field. For our purposes, the program will * /
/ * populate a large two dimensional matrix (32 bit values since * /
/ * measurements have limited precision, and drag data is espec ially * /
/ * noisey) with dummy values). In order to minimize extraneous effects, * /
/ * three different dummy data sets will be created, and the prog ram will * /
/ * cycle through the three sets twice. The sets are: * /
/ * * /
/ * 1) All values will be 1.0 * /
/ * * /
/ * 2) The values within a single channel will be the channel * /
/ * number (1 to M, where 2 <= M <= 128). * /
/ * * /
/ * 3) The values within a single channel will be * /
/ * float(M - channel number). * /
/ * * /
/ * For simplicity, we will always use 1000 for the number of meas urements * /
/ * per trace, and 1000 data traces. These values were chosen so t hat they * /
/ * will comfortably fit in 1 GB of memory, with room left over. * /
/ * * /
/ * NOTE: This program does not use dynamic memory allocation. T herefore * /
/ * it is possible that if the number of channels is significantl y less * /
/ * than 128 that one could increase the number of data traces. * /
/ * * /
/ * A small number of values will be output for each data set in an e ffort * /
/ * to prevent an optimizing compiler from optimizing away all o f the work. * /
/ * * /
/ * Written by Daniel M. Pressel at ARL in July of 2007. * /
/ * * /
/ * Purpose is to provide a simple reference benchmark for testi ng out * /
/ * the ability of attached processors (e.g., FPGAs, GPGPUs, th e SPEs in * /
/ * the Cell processor, or Clear Speed) to accelerate floating p oint * /
/ * applications. This application was chosen for it's simplic ity. While * /
/ * it may have little relevance to the military, it comes from th e * /
/ * problem domain of seismic prospecting for oil, which has alw ays been an * /
/ * HP/ * application. * /
/ * * /
/ *************************************************** *********************** /

#include <stdio.h>
main (argc,argv)
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int argc;
char ** argv;
{

static float traces[1001][1001][130];
float scratch[1001][129], temp;
int numchn, k1, k2, k, i, j, l, m, k2max;
int valid_value;

valid_value = 0;
while ( ! valid_value)

{
printf (``How many channels (2-128)? ``);
scanf (``%d'',&numchn);
if (numchn < 2 || numchn > 128)

printf (``Invalid Response, please try again\n'');
else

valid_value = 1;
};

for (i=1; i <= 2; i++)
{

printf (``%d pass\n'',i);
for (j=1; j<= 3; j++)

{
printf (``Processing the %d th data set.\n'', j);

/ * Initialize the array traces. * /

switch (j) {
case 1:

{
#pragma omp parallel for private(m, l, k) shared (traces) sc hedule (static)

for (m=1; m <= 1000; m++)
{

for (l=1; l <= 1000; l++)
{

for (k=1; k <= numchn; k++)
{

traces[m][l][k] = 1.0;
};

};
};

};
break;

case 2:
{

#pragma omp parallel for private(m, l, k) shared (traces) sc hedule (static)
for (m=1; m <= 1000; m++)

{
for (l=1; l <= 1000; l++)

{
for (k=1; k <= numchn; k++)

{
traces[m][l][k] = k;

};
};

};
};
break;

default:
{
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#pragma omp parallel for private(m, l, k) shared (traces) sc hedule (static)
for (m=1; m <= 1000; m++)

{
for (l=1; l <= 1000; l++)

{
for (k=1; k <= numchn; k++)

{
traces[m][l][k] = numchn + 1 - k;

};
};

};
};

};

/ * Calculate the medians * /

#pragma omp parallel for private(m, l, k, k1, k2, k2max, scra tch, temp)
shared(traces) schedule(static)

for (m=1; m <= 1000 ; m++)
{

for (l=1 ; l <= 1001-numchn; l++)
{

/ * Collect the values to be stacked * /

for (k=1; k <= numchn ; k++)
{

scratch[m][k] = traces [m][l-1+k][k];
};

/ * Perform a bubble sort * /

for (k1=1; k1 <= numchn-1; k1++)
{

k2max=numchn-k1;
for (k2=1; k2 <= k2max; k2++)

{
if (scratch[m][k2] > scratch[m][k2+1])

{
temp = scratch[m][k2];
scratch[m][k2]=scratch[m][k2+1];
scratch[m][k2+1]=temp;

};
};

};

/ * Find the median value and store it back into the 129th channel in traces * /

k1 = (numchn +1)/2;
k2 = numchn - ((numchn - 1)/2);
traces [m][l][129] = 0.5 * (scratch[m][k1] + scratch[m][k2]);

};
};

printf (``traces[1][1][129] %f\n'', traces[1][1][129]) ;
printf (``traces[1][800][129] %f\n'', traces[1][800][1 29]);
printf (``traces[1000][1][129] %f\n'', traces[1000][1] [129]);

};
};
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printf (``Hello World\n'');
};
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10.4 Mstackomta2.c
/ *************************************************** *********************** /
/ * * /
/ * A simulated program for performing a Median Stack on Drag Sei smic Data. * /
/ * * /
/ * This program will assume that there are a large number of data traces, * /
/ * with a constant number (M) channels per data trace. While M ca n be any * /
/ * positive integer, in general it is expected that 10 <= M <= 128 , and * /
/ * that the number of data traces and the number of measurements per trace * /
/ * are both >> M. For simplicity, the first M-1, and last M-1 * /
/ * measurements per trace will be thrown away since less than M v alues * /
/ * exist to be stacked at those points. * /
/ * * /
/ * The median stack inherently involves performing a large num ber of sorts * /
/ * on an almost infinite number of relatively small data sets (t he set * /
/ * size here will be N). Therefore it does not make sense to use a * /
/ * sophisticated sorting algorithm. Instead, we will keep it s imple by * /
/ * using a buble sort. However, we will use OpenMP to allow multi ple * /
/ * sorts to be performed at once. * /
/ * * /
/ * Ordinarily the data would be read in from a file containing pa rtially * /
/ * processed data from the field. For our purposes, the program will * /
/ * populate a large two dimensional matrix (32 bit values since * /
/ * measurements have limited precision, and drag data is espec ially * /
/ * noisey) with dummy values). In order to minimize extraneous effects, * /
/ * three different dummy data sets will be created, and the prog ram will * /
/ * cycle through the three sets twice. The sets are: * /
/ * * /
/ * 1) All values will be 1.0 * /
/ * * /
/ * 2) The values within a single channel will be the channel * /
/ * number (1 to M, where 2 <= M <= 128). * /
/ * * /
/ * 3) The values within a single channel will be * /
/ * float(M - channel number). * /
/ * * /
/ * For simplicity, we will always use 1000 for the number of meas urements * /
/ * per trace, and 1000 data traces. These values were chosen so t hat they * /
/ * will comfortably fit in 1 GB of memory, with room left over. * /
/ * * /
/ * NOTE: This program does not use dynamic memory allocation. T herefore * /
/ * it is possible that if the number of channels is significantl y less * /
/ * than 128 that one could increase the number of data traces. * /
/ * * /
/ * A small number of values will be output for each data set in an e ffort * /
/ * to prevent an optimizing compiler from optimizing away all o f the work. * /
/ * * /
/ * Written by Daniel M. Pressel at ARL in July of 2007. * /
/ * * /
/ * Purpose is to provide a simple reference benchmark for testi ng out * /
/ * the ability of attached processors (e.g., FPGAs, GPGPUs, th e SPEs in * /
/ * the Cell processor, or Clear Speed) to accelerate floating p oint * /
/ * applications. This application was chosen for it's simplic ity. While * /
/ * it may have little relevance to the military, it comes from th e * /
/ * problem domain of seismic prospecting for oil, which has alw ays been an * /
/ * HP/ * application. * /
/ * * /
/ *************************************************** *********************** /

#include <stdio.h>
main (argc,argv)
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int argc;
char ** argv;
{

static float traces[1001][1001][130];
float scratch[1001][1001][129], temp;
int numchn, k1, k2, k, i, j, l, m;
int valid_value;

valid_value = 0;
while ( ! valid_value)

{
printf (``How many channels (2-128)? ``);
scanf (``%d'',&numchn);
if (numchn < 2 || numchn > 128)

printf (``Invalid Response, please try again\n'');
else

valid_value = 1;
};

for (i=1; i <= 2; i++)
{

printf (``%d pass\n'',i);
for (j=1; j<= 3; j++)

{
printf (``Processing the %d th data set.\n'', j);

/ * Initialize the array traces. * /

switch (j) {
case 1:

{
#pragma omp parallel for private(m, l, k) shared (traces) sc hedule (static)

for (m=1; m <= 1000; m++)
{

for (l=1; l <= 1000; l++)
{

for (k=1; k <= numchn; k++)
{

traces[m][l][k] = 1.0;
};

};
};

};
break;

case 2:
{

#pragma omp parallel for private(m, l, k) shared (traces) sc hedule (static)
for (m=1; m <= 1000; m++)

{
for (l=1; l <= 1000; l++)

{
for (k=1; k <= numchn; k++)

{
traces[m][l][k] = k;

};
};

};
};
break;

default:
{
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#pragma omp parallel for private(m, l, k) shared (traces) sc hedule (static)
for (m=1; m <= 1000; m++)

{
for (l=1; l <= 1000; l++)

{
for (k=1; k <= numchn; k++)

{
traces[m][l][k] = numchn + 1 - k;

};
};

};
};

};

/ * Calculate the medians * /

#pragma omp parallel for private(m, l, k, k1, k2, scratch, te mp)
shared(traces) schedule(static)

for (m=1; m <= 1000 ; m++)
{

for (l=1 ; l <= 1001-numchn; l++)
{

/ * Collect the values to be stacked * /

for (k=1; k <= numchn ; k++)
{

scratch[m][l][k] = traces [m][l-1+k][k];
};

/ * Perform a bubble sort * /

for (k1=1; k1 <= numchn; k1++)
{

for (k2=1; k2 <= numchn-1; k2++)
{

if (scratch[m][l][k2] > scratch[m][l][k2+1])
{

temp = scratch[m][l][k2];
scratch[m][l][k2]=scratch[m][l][k2+1];
scratch[m][l][k2+1]=temp;

};
};

};

/ * Find the median value and store it back into the 129th channel in traces * /

k1 = (numchn +1)/2;
k2 = numchn - ((numchn - 1)/2);
traces [m][l][129] = 0.5 * (scratch[m][l][k1] + scratch[m][l][k2]);

};
};

printf (``traces[1][1][129] %f\n'', traces[1][1][129]) ;
printf (``traces[1][800][129] %f\n'', traces[1][800][1 29]);
printf (``traces[1000][1][129] %f\n'', traces[1000][1] [129]);

};
};

printf (``Hello World\n'');
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};
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10.5 Mstackomta3.c
/ *************************************************** *********************** /
/ * * /
/ * A simulated program for performing a Median Stack on Drag Sei smic Data. * /
/ * * /
/ * This program will assume that there are a large number of data traces, * /
/ * with a constant number (M) channels per data trace. While M ca n be any * /
/ * positive integer, in general it is expected that 10 <= M <= 128 , and * /
/ * that the number of data traces and the number of measurements per trace * /
/ * are both >> M. For simplicity, the first M-1, and last M-1 * /
/ * measurements per trace will be thrown away since less than M v alues * /
/ * exist to be stacked at those points. * /
/ * * /
/ * The median stack inherently involves performing a large num ber of sorts * /
/ * on an almost infinite number of relatively small data sets (t he set * /
/ * size here will be N). Therefore it does not make sense to use a * /
/ * sophisticated sorting algorithm. Instead, we will keep it s imple by * /
/ * using a buble sort. However, we will use OpenMP to allow multi ple * /
/ * sorts to be performed at once. * /
/ * * /
/ * Ordinarily the data would be read in from a file containing pa rtially * /
/ * processed data from the field. For our purposes, the program will * /
/ * populate a large two dimensional matrix (32 bit values since * /
/ * measurements have limited precision, and drag data is espec ially * /
/ * noisey) with dummy values). In order to minimize extraneous effects, * /
/ * three different dummy data sets will be created, and the prog ram will * /
/ * cycle through the three sets twice. The sets are: * /
/ * * /
/ * 1) All values will be 1.0 * /
/ * * /
/ * 2) The values within a single channel will be the channel * /
/ * number (1 to M, where 2 <= M <= 128). * /
/ * * /
/ * 3) The values within a single channel will be * /
/ * float(M - channel number). * /
/ * * /
/ * For simplicity, we will always use 1000 for the number of meas urements * /
/ * per trace, and 1000 data traces. These values were chosen so t hat they * /
/ * will comfortably fit in 1 GB of memory, with room left over. * /
/ * * /
/ * NOTE: This program does not use dynamic memory allocation. T herefore * /
/ * it is possible that if the number of channels is significantl y less * /
/ * than 128 that one could increase the number of data traces. * /
/ * * /
/ * A small number of values will be output for each data set in an e ffort * /
/ * to prevent an optimizing compiler from optimizing away all o f the work. * /
/ * * /
/ * Written by Daniel M. Pressel at ARL in July of 2007. * /
/ * * /
/ * Purpose is to provide a simple reference benchmark for testi ng out * /
/ * the ability of attached processors (e.g., FPGAs, GPGPUs, th e SPEs in * /
/ * the Cell processor, or Clear Speed) to accelerate floating p oint * /
/ * applications. This application was chosen for it's simplic ity. While * /
/ * it may have little relevance to the military, it comes from th e * /
/ * problem domain of seismic prospecting for oil, which has alw ays been an * /
/ * HP/ * application. * /
/ * * /
/ *************************************************** *********************** /

#include <stdio.h>
main (argc,argv)
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int argc;
char ** argv;
{

static float traces[1001][1001][130];
float scratch[129], temp;
int numchn, k1, k2, k, i, j, l, m, k2max;
int valid_value;

valid_value = 0;
while ( ! valid_value)

{
printf (``How many channels (2-128)? ``);
scanf (``%d'',&numchn);
if (numchn < 2 || numchn > 128)

printf (``Invalid Response, please try again\n'');
else

valid_value = 1;
};

for (i=1; i <= 2; i++)
{

printf (``%d pass\n'',i);
for (j=1; j<= 3; j++)

{
printf (``Processing the %d th data set.\n'', j);

/ * Initialize the array traces. * /

switch (j) {
case 1:

{
#pragma omp parallel for private(m, l, k) shared (traces) sc hedule (static)

for (m=1; m <= 1000; m++)
{

for (l=1; l <= 1000; l++)
{

for (k=1; k <= numchn; k++)
{

traces[m][l][k] = 1.0;
};

};
};

};
break;

case 2:
{

#pragma omp parallel for private(m, l, k) shared (traces) sc hedule (static)
for (m=1; m <= 1000; m++)

{
for (l=1; l <= 1000; l++)

{
for (k=1; k <= numchn; k++)

{
traces[m][l][k] = k;

};
};

};
};
break;

default:
{
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#pragma omp parallel for private(m, l, k) shared (traces) sc hedule (static)
for (m=1; m <= 1000; m++)

{
for (l=1; l <= 1000; l++)

{
for (k=1; k <= numchn; k++)

{
traces[m][l][k] = numchn + 1 - k;

};
};

};
};

};

/ * Calculate the medians * /

#pragma omp parallel for private(m, l, k, k1, k2, k2max, scra tch, temp)
shared(traces) schedule(static)

for (m=1; m <= 1000 ; m++)
{

for (l=1 ; l <= 1001-numchn; l++)
{

/ * Collect the values to be stacked * /

//for (k=1; k <= numchn ; k++)
// {
// scratch[k] = traces [m][l-1+k][k];
// };

/ * Perform a bubble sort * /

for (k1=1; k1 <= numchn-1; k1++)
{

k2max=numchn-k1;
for (k2=1; k2 <= k2max; k2++)

{
//if (scratch[k2] > scratch[k2+1])
if (traces[m][l-1+k1][k2] > traces[m][l-1+k1][k2+1])

{

// temp = scratch[k2];
temp = traces[m][l-1+k1][k2];

// scratch[k2]=scratch[k2+1];
traces[m][l-1+k2][k2] = traces[m][l-1+k2][k2+1];

// scratch[k2+1]=temp;
traces[m][l-1+k2][k2]=temp;

};
};

};

/ * Find the median value and store it back into the 129th channel in traces * /

k1 = (numchn +1)/2;
k2 = numchn - ((numchn - 1)/2);

// traces [m][l][129] = 0.5 * (scratch[k1] + scratch[k2]);
traces [m][l][129] = 0.5 * (traces [m][l-1+k1][k1]

+ traces [m][l-1+k2][k2]);

};
};
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printf (``traces[1][1][129] %f\n'', traces[1][1][129]) ;
printf (``traces[1][800][129] %f\n'', traces[1][800][1 29]);
printf (``traces[1000][1][129] %f\n'', traces[1000][1] [129]);

};
};

printf (``Hello World\n'');
};
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10.6 Mstackomta5.c
/ *************************************************** *********************** /
/ * * /
/ * A simulated program for performing a Median Stack on Drag Sei smic Data. * /
/ * * /
/ * This program will assume that there are a large number of data traces, * /
/ * with a constant number (M) channels per data trace. While M ca n be any * /
/ * positive integer, in general it is expected that 10 <= M <= 128 , and * /
/ * that the number of data traces and the number of measurements per trace * /
/ * are both >> M. For simplicity, the first M-1, and last M-1 * /
/ * measurements per trace will be thrown away since less than M v alues * /
/ * exist to be stacked at those points. * /
/ * * /
/ * The median stack inherently involves performing a large num ber of sorts * /
/ * on an almost infinite number of relatively small data sets (t he set * /
/ * size here will be N). Therefore it does not make sense to use a * /
/ * sophisticated sorting algorithm. Instead, we will keep it s imple by * /
/ * using a buble sort. However, we will use OpenMP to allow multi ple * /
/ * sorts to be performed at once. * /
/ * * /
/ * Ordinarily the data would be read in from a file containing pa rtially * /
/ * processed data from the field. For our purposes, the program will * /
/ * populate a large two dimensional matrix (32 bit values since * /
/ * measurements have limited precision, and drag data is espec ially * /
/ * noisey) with dummy values). In order to minimize extraneous effects, * /
/ * three different dummy data sets will be created, and the prog ram will * /
/ * cycle through the three sets twice. The sets are: * /
/ * * /
/ * 1) All values will be 1.0 * /
/ * * /
/ * 2) The values within a single channel will be the channel * /
/ * number (1 to M, where 2 <= M <= 128). * /
/ * * /
/ * 3) The values within a single channel will be * /
/ * float(M - channel number). * /
/ * * /
/ * For simplicity, we will always use 1000 for the number of meas urements * /
/ * per trace, and 1000 data traces. These values were chosen so t hat they * /
/ * will comfortably fit in 1 GB of memory, with room left over. * /
/ * * /
/ * NOTE: This program does not use dynamic memory allocation. T herefore * /
/ * it is possible that if the number of channels is significantl y less * /
/ * than 128 that one could increase the number of data traces. * /
/ * * /
/ * A small number of values will be output for each data set in an e ffort * /
/ * to prevent an optimizing compiler from optimizing away all o f the work. * /
/ * * /
/ * Written by Daniel M. Pressel at ARL in July of 2007. * /
/ * * /
/ * Purpose is to provide a simple reference benchmark for testi ng out * /
/ * the ability of attached processors (e.g., FPGAs, GPGPUs, th e SPEs in * /
/ * the Cell processor, or Clear Speed) to accelerate floating p oint * /
/ * applications. This application was chosen for it's simplic ity. While * /
/ * it may have little relevance to the military, it comes from th e * /
/ * problem domain of seismic prospecting for oil, which has alw ays been an * /
/ * HP/ * application. * /
/ * * /
/ *************************************************** *********************** /

#include <stdio.h>
main (argc,argv)
int argc;
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char ** argv;
{

static float traces[1024][1024][140];
float scratch[1024][129], temp, temp1, temp2;
int numchn, k1, k2, k, i, j, l, m, k2max;
int valid_value;

valid_value = 0;
while ( ! valid_value)

{
printf (``How many channels (2-128)? ``);
scanf (``%d'',&numchn);
if (numchn < 2 || numchn > 128)

printf (``Invalid Response, please try again\n'');
else

valid_value = 1;
};

for (i=1; i <= 2; i++)
{

printf (``%d pass\n'',i);
for (j=1; j<= 3; j++)

{
printf (``Processing the %d th data set.\n'', j);

/ * Initialize the array traces. * /
switch (j) {
case 1:

{
#pragma omp parallel for private(m, l, k) shared (traces) sc hedule (static)

for (m=1; m <= 1000; m++)
{

for (l=1; l <= 1000; l++)
{

for (k=1; k <= numchn; k++)
{

traces[m][l][k] = 1.0;
};

};
};

};
break;

case 2:
{

#pragma omp parallel for private(m, l, k) shared (traces) sc hedule (static)
for (m=1; m <= 1000; m++)

{
for (l=1; l <= 1000; l++)

{
for (k=1; k <= numchn; k++)

{
traces[m][l][k] = k;

};
};

};
};
break;

default:
{

#pragma omp parallel for private(m, l, k) shared (traces) sc hedule (static)
for (m=1; m <= 1000; m++)

{
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for (l=1; l <= 1000; l++)
{

for (k=1; k <= numchn; k++)
{

traces[m][l][k] = numchn + 1 - k;
};

};
};

};
};

/ * Calculate the medians * /

#pragma omp parallel for private(m, l, k, k1, k2, k2max, scra tch, temp, temp1, temp2)
shared(traces) schedule(static)

for (m=1; m <= 1000 ; m++)
{

for (l=1 ; l <= 1001-numchn; l++)
{

/ * Collect the values to be stacked * /

for (k=1; k <= numchn ; k++)
{

scratch[m][k] = traces [m][l-1+k][k];
};

/ * Perform a bubble sort * /

for (k1=1; k1 <= numchn-1; k1++)
{

k2max=numchn-k1;
temp1 = scratch[m][1];

for (k2=1; k2 <= k2max; k2++)
{

temp2 = scratch[m][k2+1];
if (temp1 > temp2)

{

scratch[m][k2]=temp2;
scratch[m][k2+1]=temp1;

temp2 = temp1;
};

temp1 = temp2;
};

};

/ * Find the median value and store it back into the 129th channel in traces * /

k1 = (numchn +1)/2;
k2 = numchn - ((numchn - 1)/2);
traces [m][l][129] = 0.5 * (scratch[m][k1] + scratch[m][k2]);

};
};

printf (``traces[1][1][129] %f\n'', traces[1][1][129]) ;
printf (``traces[1][800][129] %f\n'', traces[1][800][1 29]);
printf (``traces[1000][1][129] %f\n'', traces[1000][1] [129]);

};
};
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printf (``Hello World\n'');
};
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10.7 Mstackpomta.c
/ *************************************************** *********************** /
/ * * /
/ * A simulated program for performing a Median Stack on Drag Sei smic Data. * /
/ * * /
/ * This program will assume that there are a large number of data traces, * /
/ * with a constant number (M) channels per data trace. While M ca n be any * /
/ * positive integer, in general it is expected that 10 <= M <= 128 , and * /
/ * that the number of data traces and the number of measurements per trace * /
/ * are both >> M. For simplicity, the first M-1, and last M-1 * /
/ * measurements per trace will be thrown away since less than M v alues * /
/ * exist to be stacked at those points. * /
/ * * /
/ * The median stack inherently involves performing a large num ber of sorts * /
/ * on an almost infinite number of relatively small data sets (t he set * /
/ * size here will be N). Therefore it does not make sense to use a * /
/ * sophisticated sorting algorithm. Instead, we will keep it s imple by * /
/ * using a buble sort. However, we will use OpenMP to allow multi ple * /
/ * sorts to be performed at once. * /
/ * * /
/ * Ordinarily the data would be read in from a file containing pa rtially * /
/ * processed data from the field. For our purposes, the program will * /
/ * populate a large two dimensional matrix (32 bit values since * /
/ * measurements have limited precision, and drag data is espec ially * /
/ * noisey) with dummy values). In order to minimize extraneous effects, * /
/ * three different dummy data sets will be created, and the prog ram will * /
/ * cycle through the three sets twice. The sets are: * /
/ * * /
/ * 1) All values will be 1.0 * /
/ * * /
/ * 2) The values within a single channel will be the channel * /
/ * number (1 to M, where 2 <= M <= 128). * /
/ * * /
/ * 3) The values within a single channel will be * /
/ * float(M - channel number). * /
/ * * /
/ * For simplicity, we will always use 1000 for the number of meas urements * /
/ * per trace, and 1000 data traces. These values were chosen so t hat they * /
/ * will comfortably fit in 1 GB of memory, with room left over. * /
/ * * /
/ * NOTE: This program does not use dynamic memory allocation. T herefore * /
/ * it is possible that if the number of channels is significantl y less * /
/ * than 128 that one could increase the number of data traces. * /
/ * * /
/ * A small number of values will be output for each data set in an e ffort * /
/ * to prevent an optimizing compiler from optimizing away all o f the work. * /
/ * * /
/ * Written by Daniel M. Pressel at ARL in July of 2007. * /
/ * * /
/ * Purpose is to provide a simple reference benchmark for testi ng out * /
/ * the ability of attached processors (e.g., FPGAs, GPGPUs, th e SPEs in * /
/ * the Cell processor, or Clear Speed) to accelerate floating p oint * /
/ * applications. This application was chosen for it's simplic ity. While * /
/ * it may have little relevance to the military, it comes from th e * /
/ * problem domain of seismic prospecting for oil, which has alw ays been an * /
/ * HP/ * application. * /
/ * * /
/ *************************************************** *********************** /

#include <stdio.h>
main (argc,argv)
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int argc;
char ** argv;
{

static float traces[1024][1024][140];
float scratch[1024][129], temp, temp1, temp2, temp3, temp 4;
int numchn, k1, k2, k, i, j, l, m, numiter;
int valid_value;

valid_value = 0;
while ( ! valid_value)

{
printf (``How many channels (2-128)? ``);
scanf (``%d'',&numchn);
if (numchn < 2 || numchn > 128)

printf (``Invalid Response, please try again\n'');
else

valid_value = 1;
};

for (i=1; i <= 2; i++)
{

printf (``%d pass\n'',i);
for (j=1; j<= 3; j++)

{
printf (``Processing the %d th data set.\n'', j);

/ * Initialize the array traces. * /

switch (j) {
case 1:

{
#pragma omp parallel for private(m, l, k) shared (traces) sc hedule (static)

for (m=1; m <= 1000; m++)
{

for (l=1; l <= 1000; l++)
{

for (k=1; k <= numchn; k++)
{

traces[m][l][k] = 1.0;
};

};
};

};
break;

case 2:
{

#pragma omp parallel for private(m, l, k) shared (traces) sc hedule (static)
for (m=1; m <= 1000; m++)

{
for (l=1; l <= 1000; l++)

{
for (k=1; k <= numchn; k++)

{
traces[m][l][k] = k;

};
};

};
};
break;

default:
{
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#pragma omp parallel for private(m, l, k) shared (traces) sc hedule (static)
for (m=1; m <= 1000; m++)

{
for (l=1; l <= 1000; l++)

{
for (k=1; k <= numchn; k++)

{
traces[m][l][k] = numchn + 1 - k;

};
};

};
};

};

/ * Calculate the medians * /

#pragma omp parallel for private(m, l, k, k1, k2, numiter, sc ratch, temp, temp1,
temp2, temp3, temp4) shared(traces) schedule(static)

for (m=1; m <= 1000 ; m++)
{

for (l=1 ; l <= 1001-numchn; l++)
{

/ * Collect the values to be stacked * /

for (k=1; k <= numchn ; k++)
{

scratch[m][k] = traces [m][l-1+k][k];
};

/ * Perform a bubble sort * /

numiter = (numchn + 1)/2;
for (k1=1; k1 <= numiter; k1++)

{
for (k2=1; k2 <= numchn-1; k2=k2 + 2)

{
temp1 = scratch[m][k2];
temp2 = scratch[m][k2+1];
if (temp1 > temp2)

{
temp3 = temp2;
temp4 = temp1;

}
else

{
temp3 = temp1;
temp4 = temp2;

};
scratch[m][k2]=temp3;
scratch[m][k2+1]=temp4;

};
for (k2=2; k2 <= numchn-1; k2=k2 + 2)

{
temp1 = scratch[m][k2];
temp2 = scratch[m][k2+1];
if (temp1 > temp2)

{
temp3 = temp2;
temp4 = temp1;

}
else
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{
temp3 = temp1;
temp4 = temp2;

};
scratch[m][k2]=temp3;
scratch[m][k2+1]=temp4;

};
};

/ * Find the median value and store it back into the 129th channel in traces * /

k1 = (numchn +1)/2;
k2 = numchn - ((numchn - 1)/2);
traces [m][l][129] = 0.5 * (scratch[m][k1] + scratch[m][k2]);

};
};

printf (``traces[1][1][129] %f\n'', traces[1][1][129]) ;
printf (``traces[1][800][129] %f\n'', traces[1][800][1 29]);
printf (``traces[1000][1][129] %f\n'', traces[1000][1] [129]);

};
};

printf (``Hello World\n'');
};
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10.8 Copyright permissions

10.8.1 Figure 2.2

From: markpell@udel.edu

To: stownsend@tomshardware.com; antoine@tomshardware.com

Date: Tuesday, April 22, 2008 12:22 PM

Subject: Content Permission Request

——————————————–

Email: markpell@udel.edu

Name: Mark Pellegrini

Company: University of Delaware Computer Architecture andParallel Systems Labora-

tory

Phone: 302-831-1257

Material: 2 pictures on http://www.tomshardware.com/reviews/hot-spot,365-2.html

Reuse Type: Reprint it in my Master's thesis

The �le main.pdf was attached

Message:

The diagrams are reproduced in the table on page 7. (Page 16 ofthe PDF)

From: stownsend@bestofmedia.com

To: markpell@UDel.Edu

Date: Tue, 22 Apr 2008 13:35:21 -0700

Subject: RE: Content Permission Request

——————————————–

Hi Mark,

That's ok with us. We are always willing to help when it comes to education. Best of

luck.
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Thanks,

Sarah Townsend

Editorial Production Coordinator

Bestofmedia Group

10.8.2 Figure 2.3

From: markpell@strauss.udel.edu

To: rshrout@pcper.com

Date: Tue, 22 Apr 2008 16:02:18 -0400 (EDT)

Subject: Copyright permission request

——————————————–

Mr. Shrout:

I'd like your permission to reproduce this image:

http://www.pcper.com/images/reviews/363/06.gif

(from this article - http://www.pcper.com/article.php?aid=363) in my master's thesis.

The thesis is “A Case Study of the Mstack Cross-Platform Benchmark on the Cray MTA-

2”. A copy of the thesis will be submitted to ProQuest, the University of Michigan Li-

brary's thesis database. The publication date will be either 2008 or 2009.

-Mark Pellegrini

University of Delaware Computer Architecture and ParallelResearch Laboratory

322 Dupont Hall

Newark, DE 19716

From: rshrout@pcper.com

To: markpell@UDel.Edu

Date: Tue, 22 Apr 2008 16:18:43 -0400

Subject: RE: Copyright permission request
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——————————————–

Sure, not a problem. Good luck!

Ryan Shrout

Owner - PC Perspective

rshrout@pcper.com

10.8.3 Figures 2.4 and 3.1

Note that �gure 3.1 was originally published in

http://www.intel.com/research/silicon/0.13micronlogic pres.pdf

However, this document is no longer available. Permission request sent via web interface

at:

http://lz1.intel.com/copyright/

From: copyrightpermission@intel.com

To: markpell@UDel.Edu

Date: Tue, 22 Apr 2008 18:46:31 -0000

Subject: From Intel: Automatic CopyRight Permission to Mark Pellegrini

——————————————–

Automatic permission to Mark Pellegrini:

Please consider this message a grant of permission but only in the manner you describe

in your request.

This message provides a limited copyright license, the scope of which is implied by your

original request.No other intellectual property licenses(trademark, patent or otherwise)

are granted. All materials are provided by Intel “AS IS,” with no warranties whatsoever.

Any disputes over the license granted herein will be governed by California law.

Thank you for visiting our site. Intel Corporation.

Regards,
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Intel Copyright Permission Department.

10.8.4 Figure 3.2

Request sent via web request interface at

http://www.ibm.com/contact/submissions/extsub.nsf/copyright

IBM Copyright Permission Request

04/22/2008

Last name: Pellegrini

First name: Mark

Courtesy title: Mr.

E-mail address: markpell@udel.edu

Telephone number: 302-831-1257

Fax number: 302-831-4316

Country: United States

Address line 1: 322 Dupont Hall

Address line 2:

City: Newark

State (US only): DE

Zip / postal code: 19716

Job title: Researcher

Company name: University of Delaware Computer Architecture and Parallel Systems

Laborator

Address line 1:

Address line 2:

City:

State(US only):
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Zip / postal code:

Country:

E-mail address:

Telephone number:

Fax number:

Company Web site: http://www.capsl.udel.edu/

Which category best describes your request? - Publication

Provide the name, date and if available, author of the publication or material in which the

IBM copyrighted material will appear:

A Case Study of the Mstack Cross-Platform Benchmark on the Cray MTA-2

5/31/2008

Mark Pellegrini

Describe the material which you are requesting permission to use, and how it will be used.

I'd like permission to reproduce �gure 2 from

http://www-128.ibm.com/developerworks/power/library/pa-fpfeib/

in my Master's thesis. (Numbered page 17; pdf page 26)

Have you contacted the IBM Publication Support number (1-800-879-2755)? This is the

phone number that can be used to determine if a publication isobsolete or available for

ordering:

No

Is the requested publication obsolete?

No

If you have electronic attachments which will help to betterillustrate your request, please

include them here. All attachments are considered noncon�dential. Those requests con-

taining references to con�dentiality will not be processed.

Attachments: [ Part 2, Application/OCTET-STREAM (Name: “main.pdf”) 1.9MB. ]
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From: gonda@us.ibm.com

To: markpell@UDel.Edu

Date: Wed, 23 Apr 2008 08:43:39 -0400

Subject: IBM Copyright Permission #14019

——————————————–

Dear Mr. Pellegrini:

With the understanding that use will be tailored as described in your April 22, 2008 sub-

mission below, your request to use IBM copyrighted materialhas been approved. The

permission agreement below provides the terms and conditions of this approval.

Thank you for contacting IBM.

Karen Gonda

IBM Corporation

External Submissions

extsub@us.ibm.com

INTERNATIONAL BUSINESS MACHINES CORPORATION (IBM) ARMONK, NEW

YORK 10504

PERMISSION TO REPRINT IBM COPYRIGHTED IMAGE

IBM grants permission to Mark Pellegrini to reproduce the image entitled, Figure 2: The

Physical Layout of the Element Interconnect Bus (EIB), located at

http://www-128.ibm.com/developerworks/power/library/pa-fpfeib/

in his Master's thesis, as depicted in the attachment below,under the conditions speci�ed

herein.

Each reprint must be accompanied by the following credit line: “Reprint Courtesy of
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International Business Machines Corporation, copyright 2005 (C) International Business

Machines Corporation”.

The credit line should normally appear on the page where the reproduction appears, either

under the title or as a footnote.

When more than one IBM image is reprinted in the same document, a consolidated credit

paragraph may be used on the title page, or in a conveniently viewable manner, listing

the titles, corresponding copyright notices and references to the points where the reprints

appear.

It is the understanding of INTERNATIONAL BUSINESS MACHINESCORPORATION

that the purpose for which its materials are being reproduced is accurate and true as stated

in the original request.

Permission to quote from, transmit electronically or reprint IBM materials is limited to

the purpose and quantities originally requested and must not be construed as a blanket li-

cense to use the material for other purposes or to reprint other IBM copyrighted materials.

IBM reserves the right to withdraw permission to reproduce copyrighted material when-

ever, in its discretion, it feels the privilege of reproducing its material is being used in a

way detrimental to its interest or the above instructions are not being followed properly

to protect its copyright.

No permission is granted to use trademarks of InternationalBusiness Machines Cor-

poration, its subsidiaries and its af�liates apart from theincidental appearance of such

trademarks in the titles, text and illustrations of the named screen images. Any proposed
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use of trademarks apart from such incidental appearance requires separate approval in

writing and ordinarily cannot be given. The use of any IBM trademark should not be pre-

sented in a manner which might cause confusion of origin or appear to endorse non-IBM

products.

THIS PERMISSION IS PROVIDED WITHOUT WARRANTY OF ANY KIND, EI-

THER EXPRESSED OR IMPLIED, INCLUDING BUT NOT LIMITED TO IMPLIED

WARRANTIES OF MERCHANTABILITY AND FITNESS FOR A PARTICULARPUR-

POSE.

INTERNATIONAL BUSINESS MACHINES CORPORATION

Dated: April 23, 2008

By:

Karen Gonda

IBM Corporation

External Submissions

extsub@us.ibm.com

10.8.5 Figure 3.3

Note: The ACM holds the copyright on this �gure. They requirepermission from

the author to reproduce images, as well as their own permission.

From: markpell@strauss.udel.edu

To: kdunder@sandia.gov

Date: Tue, 6 May 2008 16:14:24 -0400 (EDT)

Subject: Copyright permission request
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——————————————–

Dr. Underwood:

I'd like your permission to reproduce �gure D from page 7 of your paper “FPGAs vs.

CPUs: Trends in Peak Float-Point” in my master's thesis.

The thesis is “A Case Study of the Mstack Cross-Platform Benchmark on the Cray MTA-

2”. A copy of the thesis will be submitted to ProQuest, the University of Michigan Li-

brary's thesis database.

-Mark Pellegrini

University of Delaware Computer Architecture and ParallelResearch Laboratory

322 Dupont Hall

Newark, DE 19716

From: kdunder@sandia.gov

To: markpell@UDel.Edu

Date: Thu, 8 May 2008 13:37:47 -0600

Subject: RE: Copyright permission request

——————————————–

Sure - as long as you attribute it :-)

It is fairly old data. It held up as a trend for a while, but the introduction rate of new

FPGAs generations seems to have slowed down (though the growth in silicon area has

not particularly).
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Keith

From: markpell@strauss.udel.edu

To: permissions@acm.org

Date: Tue, 22 Apr 2008 14:40:33 -0400 (EDT)

Subject: Copyright permission request

——————————————–

I'd like permission to reproduce �gure D from page 7 of “FPGAsvs. CPUs: Trends in

Peak Floating-Point” ( Keith Underwood, 2004 proceedings of ACM/SIGDA symposium

on FPGAs) in my master's thesis. The thesis is “A Case Study ofthe Mstack Cross-

Platform Benchmark on the Cray MTA-2”. A copy of the thesis will be submitted to

ProQuest, the University of Michigan Library's thesis database. The publication date will

be either 2008 or 2009. (Depending on the embargo period prior to publication in aca-

demic conferences and/or journals)

-Mark Pellegrini

University of Delaware Computer Architecture and ParallelResearch Laboratory

322 Dupont Hall

Newark, DE 19716

May 12, 2008

Mark Pellegrini

University of Delaware

Computer Architecture and Parallel Research Laboratory

322 Dupont Hall
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Newark, DE 19716

Re: Permission to reprint ACM �gure in PhD dissertation

Dear Mr. Pellegrini:

In reply to your recent request to reprint or adapt the following ACM copyrighted ma-

terial in your dissertation:

Fig D. 7 Keith FPGAs vs. CPUs: Trends in Peak Float-Point Performance,” 2004 pro-

ceedings of ACM/SIGDA symposium on Field Programmable GateArrays (04), pp. 171-

180. http://doi.acm.org/10.1145/968280.968305

ACM is pleased to grant the permission without fee for use in your dissertation as re-

quired. This includes gratis permission for your university library to provide individual

copies of this material for individual use and interlibraryloans as part of your dissertation.

However, further reuse of the �gure in any context requires explicit permission and a fee

payable to ACM.

The following credit acknowledgment must appear with the �gure in all media: origi-

nal citation, ACM copyright and a notice of permission in thefollowing format: [citation]

(c) 2004 ACM, Inc. Reprinted by permission.

The article Digital Object Identi�er (DOI) should be included in the citation reference

section as a link to the de�nitive article in the ACM Digital Library.

Please don't hesitate to contact me at 212-626-0652 or cotton@hq.acm.org if you have

102



further questions.

Sincerely,

Deborah Cotton,

Copyrights and Permissions

10.8.6 Figure 3.3

From: markpell@strauss.udel.edu

To: JournalsRights@oxon.blackwellpublishing.com

Date: Tue, 22 Apr 2008 14:32:21 -0400 (EDT)

Subject: Copyright permission request

——————————————–

I'd like permission to reproduce �gure 1 from “A Survey of General-Purpose Compu-

tation on Graphics Hardware” (Owens et al, Computer Graphics Forum, 26(1):80-113,

2007) in my master's thesis.

The thesis is “A Case Study of the Mstack Cross-Platform Benchmark on the Cray MTA-

2”. A copy of the thesis will be submitted to ProQuest, the University of Michigan Li-

brary's thesis database. The publication date will be either 2008 or 2009. (Depending on

the embargo period prior to publication in academic conferences and/or journals)

-Mark Pellegrini

University of Delaware Computer Architecture and ParallelResearch Laboratory

322 Dupont Hall

Newark, DE 19716

From: jrights@wiley.com
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To: markpell@UDel.Edu

Date: Wed, 23 Apr 2008 10:22:18 +0100

Subject: RE: Copyright permission request

——————————————–

Dear Mark A Pellegrini,

Thank you for your email request. Permission is granted for you to use the material

below for your thesis/dissertation subject to the usual acknowledgements and on the un-

derstanding that you will reapply for permission if you wishto distribute or publish your

thesis/dissertation commercially.

Best wishes,

Lina Kopicaite

Permissions Assistant

Wiley-Blackwell

PO Box 805

9600 Garsington Road

Oxford OX4 2DQ

UK

Tel: +44 (0) 1865 476158

Fax: +44 (0) 1865 471158

Email: lkopicai@wiley.com
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